ARTIFICIAL INTELLIGENCE IN DOCUMENT REVIEW:
STATISTICALLY DEFENDING THE PROCESS AND RESULTS OF
E-DISCOVERY WORKFLOWS

Aron Ahmadia,” Nathan Reff,”” Matthew Reiber,”" Chad Roberts” " &
Cristin Traylor™™""

Abstract

The use of artificial intelligence (AI) for document review allows
legal teams to process and produce electronic documents on a scale,
speed, and cost that would have been unheard of only a few years ago.

But as legal teams become increasingly dependent on Al to locate and
prioritize responsive documents, courts and opposing parties rightly
demand heightened verification that the workflow is well designed and
that the evidentiary output is sufficiently accurate to ensure a full and fair
adjudication of the facts at trial. This Article explores the processes and
statistical tools available to litigants to respond to related objections and
concerns, focusing on the methods available to measure the completeness
and accuracy of an e-discovery workflow. Drawing on principles of
information retrieval and machine learning, this Article examines
common metrics and explains their application within the framework of
a defensible e-discovery workflow. This Article also addresses statistical
sampling techniques, including random and stratified sampling, and
discusses how confidence intervals and margins of error can be used to
assess the reliability of the Al-driven output. It further examines the
validation of technology-assisted review protocols, including continuous
learning, simple learning, and other iterative workflows that adapt to
human input and subsequent machine analysis. By examining both
quantitative approaches and qualitative safeguards and by drawing on
interdisciplinary literature from academia, industry, and government, this
Article evaluates each technique’s strengths, limitations, and situational
suitability, thereby providing courts and practitioners with an actionable
guide for selecting defensible validation strategies across diverse review
contexts. This Article provides relevant stakeholders with a better
understanding of how to evaluate and measure the performance of an Al-
driven workflow and verify whether it meets the requirements of the
Federal Rules of Civil Procedure. This Article is particularly helpful
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because it provides a roadmap for litigants and judges who must confront
Al-related issues at critical junctures in the litigation stream. It is
particularly timely because continued advances in Al, particularly
generative Al, will bring this tool to a broader range of litigants who will
use it and judges who must evaluate its merits.
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INTRODUCTION

One of the more significant challenges confronting civil litigants is
marshaling ever-increasing volumes' of electronic evidence?® through the
discovery process.> While the sources of this evidence are often readily
discernable, reviewing it prior to production can be burdensome and

1. See, e.g., In re Aspartame Antitrust Litig., 817 F. Supp. 2d 608, 614 (E.D. Pa. 2011)
(defendants collectively gathered the equivalent of eighty million pages of potentially responsive
documents); Tampa Bay Water v. HDR Eng’g, Inc., No. 08-CV-2446, 2012 WL 5387830, at *21
(M.D. Fla. Nov. 2, 2012) (“This was a lengthy, highly technical case which involved 17 million
pages of documents.”); In re Online DVD-Rental Antitrust Litig., 779 F.3d 914, 925 (9th Cir.
2015) (“Netflix ultimately produced almost 15 million pages . . . .”); In re Allergan Biocell
Textured Breast Implant Prods. Liab. Litig., MDL No. 2921, 2022 WL 16630821, at *1 (D.N.J.
Oct. 25,2022) (“Defendants . . . collected and indexed 9.371 terabytes of data. . ..”); Fast Memory
Erase, LLC v. Spansion, Inc., No. 10-cv-0481, 2010 WL 5093945, at *4 (N.D. Tex. Nov. 10,
2010) (Intel defendants collected and processed “more than 2,100 gigabytes of electronically
stored information.”); Brief of Defendants-Appellees Cisco Ironport Systems, LLC and Return
Path, Inc., CBT Flint Partners, LLC v. Return Path, Inc., 737 F.3d 1320 (Fed. Cir. 2013) (No.
2013-1036), 2013 WL 1741921, at *12 (Cisco collected “1.2 terabytes of data — or the equivalent
of 12% of the printed volume of the Library of Congress.”).

2. The increasing volume is driven largely by the proliferation of unstructured data.
Unstructured data is “free-form data that either does not have a data structure or has a data
structure not easily readable by a computer without the use of a specific program designed to
interpret the data; created without limitations on formatting or content by the program with which
it is being created.” The Sedona Conference, The Sedona Conference Glossary: eDiscovery &
Digital Information Management, Sixth Edition, 27 SEDONA CONF. J. 1, 131-32 (2026)
[hereinafter The Sedona Conference Glossary]. Common examples of unstructured data include
email, text messages, social media posts, audio files, and videos. See, e.g., Thought Leadership
Team, Unstructured Data: The Black Hole of Ediscovery, KLDISCOVERY (Oct. 29, 2013),
https://www kldiscovery.com/blog/unstructured-data-the-black-hole-of-ediscovery [https://
perma.cc/TQN9-8QVY].

3. The obligation to marshal data through the discovery process is most frequently
encountered in the context of a response to a request for the production of documents and
electronically stored information pursuant to Rule 34 of the Federal Rules of Civil Procedure.
FED. R. C1v. P. 34(a)(1)(A). The term “electronically stored information” refers to “information
that is stored electronically, regardless of the media or whether it is in the original format in which
it was created . . . .” The Sedona Conference Glossary, supra note 2, at 45-46.
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costly.* This is not a new problem of course,’ and the Federal Rules of
Civil Procedure have been amended several times since the early 1980s
to make discovery more efficient and less expensive.® But even the best
procedural system—with the most advanced rules—will be tested from
time to time as individuals and entities create increasing volumes of
electronic information, store it in wider array of locations, and render it
discoverable in a broader range of cases.’” Rule 26 laudably defines the
scope of discovery in relation to the needs of the case (as well as to
relevance and privilege) and thus allows the breadth of discovery to ebb
and flow from case to case.® But Rule 26 does not address the success of

4. See, e.g., Lawson v. Spirit AeroSystems, Inc., No. 18-1100, 2020 WL 6343292, at *1,
1 (D. Kan. Oct. 29, 2020) (collection of 322,524 electronic documents resulted in an end-to-end
cost of $791,700.21).

5. The antitrust battles of the 1970s were the first to confront large-scale document
discovery. See, e.g., IBM Corp. v. United States, 471 F.2d 507, 523 (2d Cir. 1972) (Mulligan, J.,
dissenting) (“It is indeed mind-boggling to contemplate [the production of] 17 million document
pages which in bulk weigh 87 tons and would stretch from coast to coast.”).

6. Since the late 1970s, the scope of discovery has been a recurring issue for the Advisory
Committee on Civil Rules, the subject matter committee of the Judicial Conference tasked with
responsibility for studying and recommending changes to the Federal Rules of Civil Procedure.
The Advisory Committee’s work resulted in several amendments to Rule 26 and the scope of
discovery. See FED. R. C1v. P. 26(b)(1)(iii) (1983) (authorizing court to limit the frequency and
extent of discovery when it is “unduly burdensome or expensive, taking into account the needs of
the case, the amount in controversy, limitations on the parties’ resources, and the importance of
the issues at stake in the litigation”); FED. R. Civ. P. 26(b)(1)-(2) (1993) (rearranging content of
Rule 26(b) by moving specific limitations on discovery into subdivision (b)(2) and authorizing
courts to limit discovery where “the burden or expense of the proposed discovery outweighs its
likely benefit” and based on “the importance of the proposed discovery in resolving the issues”);
FED. R. C1v. P. 26(b)(1) (replacing “relevant to the subject matter involved in the pending action”
with “the claim or defense of any party,” although authorizing district court to allow broader
subject matter discovery upon a showing of good cause); FED. R. Civ. P. 26(b)(2)(B) (2006)
(adding additional limitation on scope of discovery with respect to electronically stored
information that is not reasonably accessible because of undue burden or cost absent a court
order); FED. R. C1v. P. 26(b)(1)-(2) (2015) (rearranging the text regarding the scope of discovery,
and the limitations on discovery, by moving certain text from Rule 26(b)(2) to Rule 26(b)(1) and
providing that “the scope of discovery” is defined in relation to relevance, privilege, as well as
proportionality to the needs of the case, considering “the importance of the issues at stake in the
action, the amount in controversy, the parties’ relative access to relevant information, the parties’
resources, the importance of the discovery in resolving the issues, and whether the burden or
expense of the proposed discovery outweighs its likely benefit.”).

7. George L. Paul & Jason R. Baron, Information Inflation: Can the Legal System Adapt?
13 RicH. J. L. TECH. 10, 13 (2007) (“[T]he amount of information in business has increased by
thousands, if not tens of thousands of times in the last few years. In a small business, whereas
formerly there was usually one four-drawer file cabinet full of paper records, now there is the
equivalent of two thousand four-drawer file cabinets full of such records, all contained in a cubic
foot or so in the form of electronically stored information. This is a sea change.”).

8. Rule 26(b)(1) provides that parties may obtain discovery “regarding any nonprivileged
matter that is relevant to any party’s claim or defense and proportional to the needs of the case . .
..” FED. R. C1v. P. 26(b)(1). The extent to which discovery is “proportional to the needs of the
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discovery, specifically whether it unearthed an optimal corpus of
evidence from which the parties can support their factual contentions at
trial—optimal in the sense of completeness and accuracy after
considering the cost and benefit of doing more or better.® To compound
this situation, the federal courts have not addressed what constitutes
successful e-discovery with sufficient frequency or at a meaningful level
of generality!® to provide a measuring stick against which litigants can
evaluate their own efforts and courts can adjudicate claims of inadequacy
or insufficiency. The scholarship regarding successful discovery is
equally sparse.'!

case” is measured against six specific factors: “the importance of the issues at stake in the action,
the amount in controversy, the parties’ relative access to relevant information, the parties’
resources, the importance of the discovery in resolving the issues, and whether the burden or
expense of the proposed discovery outweighs its likely benefit.” /d. Several state procedural
systems similarly define the scope of discovery with respect to both relevance and proportionality.
See, e.g., Az.R. C1v. P. 26(b)(1) (scope of discovery is identical to that in Rule 26 of the Federal
Rules of Civil Procedure); DEL. CH. CT. R. 26(b)(1) (scope of discovery is substantively the same
as defined in Federal Rule 26).

9. Completeness or “recall” refers to the percentage of responsive items within a document
population that are correctly identified as such and thereafter produced in discovery. Accuracy or
“precision” in turn refers to the percentage of items retrieved by a particular search methodology
that are in fact responsive. See, e.g., Da Silva Moore v. Publicis Groupe, 287 F.R.D. 182, 189
(S.D.N.Y. 2012) (“Recall is the fraction of relevant documents identified during a review;
precision is the fraction of identified documents that are relevant.”); Alivecor, Inc. v. Apple, Inc.,
No. 21-cv-03958, 2023 WL 2224431, at *1 (N.D. Cal. Feb. 23, 2023) (same).

10. See, e.g., In re Insulin Pricing Litig., No. 23-md-3080, 2025 WL 1112837, at *5-7
(D.N.J. Apr. 11, 2025) (describing validation protocol); /n re Uber Techs., Inc., Passenger Sexual
Assault Litig., MDL No. 3084, 2024 WL 3491760, at *5—6 (N.D. Cal. Mar. 15, 2024) (requiring
disclosure of recall and prevalence but declining to specify a percentage for either); /n re Soc.
Media Adolescent Addiction/Pers. Inj. Prods. Liab. Litig., No. 22-md-03047, 2024 WL 1786293,
at *7 (N.D. Cal. Feb. 20, 2024) (ordering that each party “shall take reasonable steps to validate
its review process” but not specifying them); BCBSM, Inc. v. Walgreen Co., No. 20-cv-01853,
2023 WL 6852533, at *§—10 (N.D. IlL. July 21, 2023) (providing validation worksheet “to obtain
an estimate of the quantity and quality (i.e., materiality) of responsive documents identified and
missed by a particular review effort, and to suggest the source of any inadequacy that may be
indicated by such estimate”); Deal Genius, LLC v. 02COOL, 682 F. Supp. 3d 727, 734-35 (N.D.
I11. July 14, 2023) (describing use of elusion testing as a validation metric); /n re Diisocyanates
Aantitrust Litig., Misc. No. 18-1001, 2021 WL 4295729 (W.D. Pa. Aug. 23, 2021) (evaluating
parties’ competing approaches to validation); City of Rockford v. Mallinckrodt ARD Inc., 326
F.R.D. 489, 492-95 (N.D. Ill. 2018) (describing utility of elusion test to validate adequacy of
production); /n re Broiler Chicken Antitrust Litig., No. 16-cv-08637, at *4—6 (N.D. IlII. Jan. 3,
2018) (identifying validation protocol “to ensure a reasonable production”); Rio Tinto PLC v.
Vale, No. 14 Civ. 3042, 2015 WL 13956130, at *12 (S.D.N.Y. Sep. 8, 2015) (establishing
validation protocol to determine whether the parties’ respective productions were adequate).

11. See, e.g., Karl Schieneman & Thomas C. Gricks IIlI, The Implications of Rule 26(g) on
the Use of Technology-Assisted Review, 7 FED. CTS. L. REv. 239, 26973 (2013) (discussing the
use of recall and validation statistics to satisfy the requirements of Federal Rule 26(g)); Maura R.
Grossman & Gordon V. Cormack, Comments on “The Implications of Rule 26(g) on the Use of
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An evolving collection of Al technologies, however, offers the
possibility of achieving successful e-discovery by maximizing
completeness and accuracy while minimizing burden and cost, even when
applied to the largest data collections.'> These technologies—which
predict the responsiveness of individual documents—allow human
reviewers to focus on the responsive documents in a collection and avoid
the often-greater number of non-responsive ones. The resulting reduction
in human involvement lowers the cost of discovery,!® accelerates its
completion, and shortens the time to trial, thus promoting the “just,
speedy, and inexpensive determination of every action and
proceeding.”!*

Although litigants have used Al in discovery for more than a decade, '
disputes over its ability to reliably distinguish responsive from non-

Technology-Assisted Review,” 7 FED. CTs. L. REV. 285, 301-13 (2014) (questioning the utility of
relying on recall to evaluate the success of discovery).

12. See Maura R. Grossman, Gordon V. Cormack & Jason R. Baron, Does the LLMperor
Have New Clothes? Some Thoughts on the Use of LLMs in Ediscovery, 109 THE ADvVOC. (TEXAS)
22,23 (2024) (“Over the past 15 years or so, the legal profession has become increasingly aware
of the availability of various forms of Al used specifically to find responsive documents in
complex litigation. The two most-established methods — commonly dubbed ‘TAR 1.0’ and ‘TAR
2.0’ — employ supervised machine learning to distinguish responsive documents from non-
responsive documents.”). See also Lea Malani Bays, Harness the Power of GenAl in Document
Review, 61 TRIAL MAG. 34, 37 (May 2025) (“GenAl is the new hope for solving e-
discovery challenges. . . . [I]nitial testing shows promising results, with GenAl identifying
relevant documents with increased accuracy. Early studies suggest that GenAl can identify over
95% of relevant documents in a dataset and may even outperform both human reviewers and
TAR.”).

13. Publicly available information regarding the burden and expense of attorney review of
electronic evidence prior to production is limited. Lawson v. Spirit AeroSystems, Inc., No. 18-
1100, 2020 WL 6343292 (D. Kan. Oct. 29, 2020) is one of the few cases to address the issue. In
that case, the district court awarded hundreds of thousands of dollars in review costs for first and
second level attorney review based on 3,620.9 hours. Publicly available information regarding the
cost of storing or “hosting” electronic evidence during review is more readily available. See, e.g.,
United States ex rel. King v. Solvay S.A., Civil Action H-06-2662, 2016 WL 3523873, at *15
(S.D. Tex. June 28, 2016) ($429,964.95 for data storage); Abbott Point of Care, Inc. v. Epocal,
Inc., No. CV-08-S-543, 2012 WL 7810970, at *2 (N.D. Ala. Nov. 5, 2012) ($340,498 total for
hosting); Murphy v. Precision Castparts Corp., No. 3:16-cv-00521, 2021 WL 4524153, at *6 (D.
Or. Oct. 4, 2021) ($168,069 for data hosting).

14. FED.R.CIv.P. 1. The reduction of human involvement should also reduce the frequency
of disputes regarding the proportionality of particular discovery by eliminating a common
justification for reducing the breadth of discovery in particular cases. See, e.g., Ruggles v.
WellPoint, Inc., No. 08-CV-201, 2010 WL 11570681, at *5 (N.D.N.Y. Dec. 28, 2010) (“Ever
since the advent of storing monumental quantities of information and data electronically and its
dynamic impact upon discovery, by all measures, the cost of producing e-discovery, which is
generally borne by the responding party, consumes an inordinate quantum of most discovery
debates. Here, the cost of e-discovery dominates our discussion.”).

15. See, e.g., Roshanak Omrani et al., Beyond the Bar: Generative Al as a Transformative
Component in Legal Document Review, RELATIVITY ODA LLC (2024) at 2
https://resources.relativity.com/rs/447-YBT-249/images/Beyond-the-Bar_preprint 2-9%20%
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responsive documents persist, !¢ regardless of the expertise of the lawyers
in the case.!” The requesting party contends that the process was not
adequately executed, the resulting production is incomplete, and the

281%29.pdf?version=0 [https://perma.cc/Z5R2-BWSN] (“Supervised machine learning first
came into use in eDiscovery around 2005, with courts in the United States, England, Ireland,
Australia and other jurisdictions explicitly encouraging its use starting in 2012.”); see also In re
Valsartan, Losartan, & Irbesartan Prods. Liab. Litig., 337 F.R.D. 610, 616 (D.N.J. 2020) (“We
are past the time when parties and courts view TAR as an outlier.”). For early cases involving the
use of technology in the discovery process, see Da Silva Moore v. Publicis Groupe, 287 F.R.D.
182, 183 (S.D.N.Y. 2012) (“This judicial opinion now recognizes that computer-assisted review
is an acceptable way to search for relevant ESI in appropriate cases.”); Glob. Aerospace Inc. v.
Landow Aviation, L.P., No. CL 61040, 2012 Va. Cir. LEXIS 50, at *2 (Va. Cir. Ct. Apr. 23, 2012)
(“[1]it is hereby ordered Defendants shall be allowed to proceed with the use of predictive coding
for purposes of the processing and production of electronically stored information . . . .”); W.
Penn Allegheny Health Sys., Inc. v. UPMC, No. 2:09-CV-0480-JFC, 2013 WL 12134102, at *1
(W.D. Pa. Feb. 28, 2013) (authorizing use of “a technology-assisted review process, including,
for example, one that predictively codes documents as subject to or not subject to production . . .
.”); W Holding Co. v. Chartis Ins. Co. of P.R., No. 11-2271, 2013 WL 1352562, at *5 (D.P.R.
Apr. 3, 2013) (“The Parties shall meet and confer in good faith about any other technology or
process that a producing party proposes to use to streamline the culling, review and production of
ESI (e.g., email threading, near de-duplication, technology assisted review).”); Edwards v. Nat’l
Milk Producers Fed’n, No. 11-CV-04766, at *1 (N.D. Cal. Apr. 17, 2013) (authorizing use of
predictive coding “for a more cost efficient and higher quality review”); United States v. Educ.
Mgmt. LLC, No. 07-cv-00461, 2013 WL 12140442, at *8 (W.D. Pa. Nov. 24, 2013) (approving
use of computer assisted review); Rio Tinto PLC v. Vale S.A., 306 F.R.D. 125, 127 (S.D.N.Y.
2015) (“[1]t is now black letter law that where the producing party wants to utilize [technology
assisted review] for document review, courts will permit it.”).

16. See, e.g., In re Insulin Pricing Litig., No. 23-md-3080, 2025 WL 1112837, at *5 (D.N.J.
Apr. 11, 2025) (“The parties do not dispute that there must be a validation process for the TAR
model. However, they dispute the scope of the data set that would comprise the validation
process.”); In re Uber Techs., Inc., Passenger Sexual Assault Litig., MDL No. 3084, 2024 WL
3491760, at *5 (N.D. Cal. Mar. 15, 2024) (resolving a dispute where parties agreed defendant
would disclose recall and prevalence but disagreed about whether defendant would also have to
disclose “the input quantities used to calculate” them); /n re Soc. Media Adolescent
Addiction/Pers. Inj. Prods. Liab. Litig., No. 22-md-03047, 2024 WL 1786293, at *7 (N.D. Cal.
Feb. 20, 2024) (“In general, the Parties agree that some form of validation of the review
procedures is appropriate. The disputes center on how much information to share about validation
and the burden required to seek additional information from a Producing Party.”); Deal Genius,
LLC v. O2Cool, LLC, 682 F. Supp. 3d 727, 738-39 (N.D. Ill. 2023) (calling into question the
reliability of elusion testing called into question based on the results from the application of an
additional search term against the null set); /n re Diisocyanates Antitrust Litig., Misc No. 18-
1001, 2021 WL 4295729, at *2-5 (W.D. Pa. Aug. 23, 2021) (dispute regarding particular
methodology for performing elusion test); City of Rockford v. Mallinckrodt ARD Inc., 326 F.R.D.
489, 491-92 (N.D. I11. 2018) (resolving a dispute regarding whether defendant would be required
to conduct elusion test at conclusion of its document review or whether plaintiff would be required
to identify potential gaps and omissions in document production).

17. See, e.g., Civil Docket, In re Insulin Pricing Litig., No. 23-md-3080 (D.N.J. 2023)
(Davis Polk; Jones Day; Kirkland & Ellis); Civil Docket, In re Diisocyanates Antitrust Litig.,
Misc. No. 18-1001 (W.D. Pa. 2018) (Eckert Seamans, Mayer Brown; Morgan Lewis; Reed
Smith); Civil Docket, In re Broiler Chicken Antitrust Litig., No. 16-cv-08637 (N.D. Ill. 2016)
(Simpson Thacher; Skadden Arps; White & Case).
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requirements of Rules 26(b)(1)'® and 26(g)(1)!° are therefore not
satisfied. The producing party counters that the process was sound, the
resulting production is proportionate to the needs of the case, and that, in
any event, it is best situated to evaluate the “‘procedures, methodologies,
and technologies appropriate for preserving and producing’ its own
information.?’ The court must then sift through arguments from lawyers
and testimony from experts to craft an appropriate resolution.

This Article attempts to reduce the frequency of these disputes and to
facilitate their resolution when they cannot be avoided by providing
litigants and judicial officers with a thorough, readily accessible
explanation of the use of Al in discovery and the statistical measures that
can be used to validate its successful performance (or, alternatively,
identify its shortcomings) regardless of the selected workflow. Part I
describes the evolution of AI in e-discovery, highlighting how
technology can be deployed to reduce the burden and expense of e-
discovery while improving the quality of the output. Part II then provides
a “user guide” of sorts regarding the validation of e-discovery workflows
and a step-by-step process for selecting and implementing the more
appropriate methodology for individual cases. While this part
acknowledges perfection is not attainable,?! it demonstrates that a well-
designed workflow, coupled with the use of appropriate technology,
increases the likelihood that e-discovery will be successful and the “truth
will out.”

18. See supra note 8.

19. Rule 26(g)(1) imposes a signature requirement on all discovery responses, which
signature carries with it deemed certifications that the response is “consistent with these rules”
and is not “unreasonable . . . considering the needs of the case, prior discovery in the case, the
amount in controversy, and the importance of the issues at stake in the litigation.” FED. R. C1v. P.
26(g)(1). These deemed certifications are best understood in relation to the evolving norms of the
profession regarding discovery obligations. See, e.g., Schieneman & Gricks 111, supra note 11, at
24647 (“[TThe producing party must conduct a reasonable, good faith, and diligent search for
responsive ESI, recognizing that the objective is not perfection. That obligation, however, is
tempered by the proportionality concept . . . and the ultimate goal of ‘secur[ing] the just, speedy
and inexpensive determination of every action and proceeding’ . . ..”) (quoting FED. R. C1v. P. 1).

20. In re Insulin Pricing Litig., No. 23-md-3080, 2025 WL 1112837, at *1 (D.N.J. Apr. 11,
2025) (quoting The Sedona Conference, The Sedona Principles, Third Edition: Best Practices,
Recommendations & Principles for Addressing Electronic Document Production, 19 SEDONA
CONF. J. 1, 52, 118 (2018)). See also Nichols v. Noom Inc., No. 20-CV-3677, 2021 WL 948646,
at *2 (S.D.N.Y. Mar. 11, 2021) (“[A] producing party is best situated to determine its own search
and collection methods so long as they are reasonable.”).

21. See, e.g., Fed. Hous. Fin. Agency v. HSBC N. Am. Holdings Inc., No. 11 Civ. 6189,
2014 WL 584300, at *2 (S.D.N.Y. Feb. 14, 2014) (“Parties in litigation are required to be diligent
and to act in good faith in producing documents in discovery. The production of documents in
litigation such as this is a herculean undertaking . . . . [N]o one could or should expect perfection
from this process. All that can be legitimately expected is a good faith, diligent commitment to
produce all responsive documents uncovered when following the protocols to which the parties
have agreed, or which a court has ordered.”).
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I. THE EVOLUTION OF ARTIFICIAL INTELLIGENCE IN DOCUMENT REVIEW
AND ITS VALIDATION FOR USE

Although the procedure for obtaining documents in civil litigation has
changed dramatically over the years,?? the process for reviewing and
making them available to others remained constant until recently—
manually collecting, manually reading, and manually identifying them as
responsive or not in relation to a particular request. The process was
rarely questioned because it was mutually known and understood by all
involved. It was mutually known because it was the only process
available. And it was mutually understood because it was based on the
everyday experience of everyday lawyers. There was no “black box
technology” or opaqueness to the review and classification process, and
the parties rarely questioned its capacity to generate a complete and
accurate evidentiary record.

By contrast, a producing party in litigation today has a wide selection
and combination of technological tools that can automate large segments
of a discovery production workflow, including the task of classifying
documents for responsiveness. When these tools are used, their internal
operations are largely unseen and unrelatable to everyday human
experience. The verification of their outcomes is no longer a self-evident
process.

While the notion of validating the outcome of a document review
workflow predates—and is independent of—the employment of Al in a
particular workflow, it has been the “black box™ opaqueness of advanced
Al technologies that has accelerated the need for validating the process
as part of a defensible document production.

22. See, e.g., 8B CHARLES ALAN WRIGHT, ARTHUR R. MILLER, FEDERAL PRACTICE AND
PROCEDURE § 2201 (3d ed. 1998) (“As originally adopted in 1938, Rule 34 was patterned after
the rules under the English Judicature Act, the former federal Equity Rule 58, and American state
statutes authorizing the court to order parties in possession or control of documents to permit other
parties to inspect and copy them before trial. To the extent that it was applicable, it superseded
the former bill in equity for discovery in aid of an action at law. Under practices that prevailed
before the rule was adopted, only a very limited form of production of documents was authorized
and this was so hedged about with technicalities that actually little effective discovery was
obtainable.”); 7 James W. Moore et al., Moore’s Federal Practice — Civil § 34App.100 (2025)
(“The only effective method of obtaining a pretrial inspection of documents in an action at law
was to bring a bill of discovery in equity in aid of the action at law . . . . Pretrial inspection of
documents was permitted only if the bill of discovery showed that there was a real need for the
inspection and that it could not be obtained in a practical, useful way in the action at law.”); FED
R. C1v. P. 34 advisory committee’s note to 1970 amendment (“Rule 34 is revised to accomplish
the following major changes in the existing rule: (1) to eliminate the requirement of good cause;
[and] (2) to have the rule operate extrajudicially . . . .”).
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A. The Evolution of AI Technologies in Document Review

1. Eyes on Documents—Manual Review and the Emergence of
Document Review Platforms

Following the widespread commercial adoption of electronic mail
messaging, word processing, and document scanning into portable digital
format, emerging discovery technologies were focused on managing
document review workflows. Initial technologies simply attempted to
accelerate traditional document review activities, namely looking at
documents and making decisions about them.

A class of software applications—document review platforms—
automated the rapid extraction of metadata and presentation of document
images to human reviewers with the ability to add reviewer-created
designations of the documents. The result of this type of review workflow
was to increase the organization and structure of the document collection
and, in turn, increase the ability to search, retrieve, and produce targeted
content.

The review process that involves the manual and sequential
classification of all documents by human review alone is referred to as
linear review. Other than logistically accelerating the visual presentation
of the documents and the application of user created designations, a linear
review does not otherwise leverage any Al functionality on the document
classification process. While other technology features of a document
review platform, such as Boolean word searches or filtering by metadata,
can result in the culling of a larger data set into a smaller one more likely
to contain responsive documents, there is no functionality in linear review
that duplicates or replaces human judgments about the document itself.

Because of the outsized impact that document review and
classification tasks have on the overall costs of discovery, the
commercial development of technologies that address document review
and classification has tended to justify the most sophisticated features.
Commercial Al technologies in e-discovery first emerged in document
review platforms to support the tasks of document review and
classification for Rule 34 productions.

23. See, e.g., Nicholas M. Pace & Laura Zakaras, Where the Money Goes: Understanding
Litigant Expenditures for Producing Electronic Discovery, RAND INST. FOR CIVIL JUST. Xiv
(2012) (survey results revealed that, on average, the proportion of total costs associated with an
e-discovery production cycle were approximately: 73% for document review and classification
activities, 19% for processing (reformatting) the data for use by a review platform, and 8% for the
collection of the data from the producing party’s information environment).
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2. Machine Learning and Predictive Coding: Replicating Human
Judgments and Applying Them to Unseen Documents

In the 2010s, commercial applications of two related sub-sets of Al
technology began to emerge in document review platforms: (1) machine
learning algorithms used as document classifiers and (2) natural language
processing (NLP) algorithms. NLP is a type of machine learning
algorithm designed to identify complex patterns in the textual content of
language. NLP functionality is a building block of more complex
machine learning algorithms used in predictive coding.

Once an NLP algorithm is used to create a linguistic profile of all the
documents in a data set (indexing), the stage is set for what has become
one of the most impactful discovery technologies to date: predictive
coding in document review. Predictive coding involves the computer
developing an algorithmic model of the coding decisions made by human
reviewers on a subset of documents (zraining) and then using the
developed model to replicate and apply those decisions upon a much
larger set of non-reviewed documents. It does this by identifying the
common linguistic attributes of documents receiving a particular coding
decision in a training set and then identifying the non-reviewed
documents that most closely reflect the same linguistic attributes. When
this identification and replication can be accomplished with reasonable
accuracy—when testing shows the coding values predicted by the
machine closely match the coding values of the human reviewer—it
results in the defensible avoidance of the need to review large volumes
of non-responsive documents. Document review using these machine
learning Al tools came to be referred to as technology-assisted review, or
simply “TAR.”

As the earliest TAR technologies came to market, two methodologies
emerged for the process by which the algorithmic coding decision model
was developed, and both methodologies remain highly relevant to the
understanding and emergent use of generative Al in document review:
simple learning (TAR 1) and continuous learning (TAR 2).

3. “TAR 1” means “Simple Learning” means “Two Stage Protocol”

The first commercial TAR platforms used a two-step process to build
the algorithmic model (a classifier) that predicted coding decisions. The
first stage of what came to be referred to as a “TAR 1” protocol involves
training and testing on a control set.

An initial training set of documents is first coded by human reviewers,
and these coding decisions are delivered to the machine-learning
software. The software then analyzes the training set and makes a first
attempt to build a classification model capable of discerning those
linguistic attributes that result in a document receiving a particular coding
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decision. It then uses the classification model to make, for all the many
other non-reviewed documents, a prediction as to whether a particular
document is likely to be responsive or non-responsive.

A separate control set of documents is also coded by human
reviewers, but these coding decisions are not used for training the
predictive model. The control set is used to test the model’s accuracy by
comparing the human reviewer’s coding decisions to the decisions
predicted by the model. If testing shows the accuracy of the model’s
predictions to be within acceptable limits, the training process ends and
the TAR 1 workflow advances to the second stage.

If testing shows the model’s predictions are outside an acceptable
degree of accuracy, the training cycle is repeated: additional documents
are added to the training set,** reviewed, and the new training set coding
decisions are again delivered to the machine-learning software. A larger
and carefully curated training set tends to refine and improve the accuracy
of the predictive classification model. The model’s predictive accuracy is
tested again. This training—testing—training—testing sequence is repeated
iteratively until the model achieves an acceptable degree of accuracy and
testing shows that additional documents and coding decisions will not
appreciably improve the model’s accuracy.

At this point, the predictive model is considered to have “matured,”
and the workflow advances to the second stage of the TAR 1 protocol. In
the second stage, the model computes the predictive value of all
documents in the data set. Documents with a sufficiently high predictive
value for responsiveness are reviewed, whereas those with sufficiently
low predictive value for responsiveness are not reviewed.

4. “TAR 2” means “Continuous Learning” means “Single Stage
Protocol”

After the first predictive coding software came to the commercial
market for document review, a second TAR protocol emerged. Instead of
the two-step iterative training followed by static classification workflow
of TAR 1, this protocol utilized a single continuous process of reviewer
generated coding decisions. In the TAR 2 protocol, human reviewers
begin what is essentially a linear review of documents in a large data set.
In the background, their coding decisions are continuously delivered to
the machine-learning software which, in turn, continuously builds and
refines its predictive classification model. For each document in the data
set, the classification model then ranks, typically by a scale of 1 to 100,
the degree to which a particular document is likely to receive a particular
designation.

24. A variety of workflows and methods exist that involve how the additional training
documents are selected, and the criteria used for their selection.



284 JOURNAL OF TECHNOLOGY LAW & POLICY [Vol. 30

The classification model frequently updates with new coding
decisions from the reviewers, and as it does so, a choice can be made
concerning what types of unreviewed documents are served to the human
reviewers in their review queue. When the most highly predictive
documents are placed in the queue first, the most important documents
are likely to be identified sooner, but the overall time for the predictive
model to reach maturity may be prolonged. Alternatively, the review
process can be configured to select for review those documents which the
classification model is unable to make a prediction with confidence.
Coding those documents first may result in the model “maturing” more
rapidly and may shorten the overall completion rates of document
review. Each data set (and each case) has its own characteristics, which
dictate optimal workflow.

5. Generative Al in Document Review: TAR With a New
Classification Engine

One of the most promising applications of generative Al in discovery
is its use in document review as the classification engine of a TAR
workflow. Instead of a traditional machine learning algorithm being used
as the document classifier to predictively rank documents, a large
language model (LLM) is used to classify (or predict) documents for
responsiveness, or some other trait. The first commercial applications of
generative Al in document review utilize the TAR 1 (two stage protocol)
workflow described above (where machine learning algorithms have
previously been used as the classification engine instead of an LLM).%

In the training phase of the workflow, a user constructs an LLM
prompt that describes the responsive content sought to be retrieved from
the larger data set. The prompt is then used by the LLM to predict a
responsiveness classification to a control set of documents in the data set.
In the second testing phase of the workflow that follows, the control set
is blind coded by human reviewers and compared to the LLM'’s
predictions for the coding classifications of the same documents. The
training and testing iterations continue with sequential refinements of the
LLM prompt until there is an acceptable alignment between the human
reviewer coding decisions and the coding predicted by the generative Al
model.

25. Tara Emory, Jeremy Pickens & Wilzette Louis, TAR I Reference Model: An Established
Framework Unifying Traditional and GenAl Approaches to Technology-Assisted Review, 25
SEDONA CONE. J. 109, 110-15 (2024) [hereinafter TAR I Reference Model).
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B. Quality Assurance, Quality Control, and Validation Terminology in
e-Discovery

Although most litigants are unlikely to characterize it as such, a
successful response to a document request is a complex, process-driven
workflow executed according to traditional project management
principles, including quality assurance, quality control, and outcome
validation.

“Quality Assurance” refers to workflow design activities calculated to
prevent errors in the document review process. These are activities that
primarily occur prior to the execution of the document review itself:
workflow design, search methodology selection, the creation of coding
decision protocols, reviewer training, etc.

“Quality Control” refers to activities calculated to identify and correct
errors that occur during the execution of the document review process:
erroneous document coding decisions, inconsistent document coding
decisions, substandard reviewer performance, etc. The process of
identifying and testing for errors may include statistical sampling and
analysis.

“Validation” refers to outcome confirmation that the overall workflow
achieved its intended results and that the accuracy of the process outcome
was within acceptable error rates. It answers the question: did the overall
production workflow perform as it was intended to? Validation occurs
after the execution of the document review activities and includes
statistical sampling and analysis.

This nomenclature is not uniform in either the literature or the case
law, however. Many judicial decisions and much commentary (including
the decisions and commentary quoted in this Article) tend to conflate the
terminology and the steps taken to enhance the defensibility of the
process.

C. The Migration of Data Science Validation Principles Into
Defensibility Standards for Legal Document Review

Well before the widespread use of Al in document review workflows,
significant disparities between the perceived quality and the actual
quality of outcomes had already been documented. The landmark study
published by Blair and Maron in 1985?® demonstrated unexpected and
shockingly low levels of recall in a full-text document retrieval
experiment. Highly experienced legal practitioners with substantial
knowledge of a real-world data set believed they were reliably identifying

26. See generally David C. Blair & M. E. Maron, An Evaluation of Retrieval Effectiveness
Jor a Full-Text Document-Retrieval System, 28 COMPUTING PRACS. 289 (1985).
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at least 75% of responsive documents using keyword search
technology.?’ In reality, their rate was approximately 20%.

Yet, more than twenty years later, in the introduction to a 2007
survey?’ of search and information retrieval methods in e-discovery, the
notions of validation in the outcome of a document review process and
quality control as part of review process itself were still being described
as aspirational and “relatively unknown in the typical review processes
in use today.”*® The gap between emerging technology and practical
adoption is further illustrated as follows:

For example, advanced forms of search techniques,
including various forms of fuzzy logic, text mining and
machine learning all automatically organize electronically
stored information in new ways not achieved by past more
familiar methods, including the simple use of “keywords” as
the only automated aid to conducting manual searches.
Although we are at the dawn of a new era, these new
techniques hold the potential to increase both accuracy and
efficiency. Through statistical sampling and validation
techniques we can then confirm the accuracy of the results
of either traditional or alternative forms of search, retrieval,
and review.’!

The development of process control logs and second-level
review techniques can also help the review team to ensure
that the designed process is consistently applied to all of the
information to be reviewed. Additionally, a second-level
review process based on statistical sampling techniques can
ensure the achievement of acceptable levels of quality.
While these techniques are relatively unknown in the typical
review processes in use today, their widespread adoption in
businesses of all types should drive their implementation in
large document review projects in the near future.*

Many data scientists and early adopters of Al technologies in
document review workflows have consistently contemplated the notions
of quality, validation, and defensibility. Historically, there has been
recognition that the rigors of formal academic scrutiny would inform the

27. Id. at 293.

28. Id.

29. The Sedona Conference, The Sedona Conference Best Practices Commentary on the
Use of Search & Information Retrieval Methods in E-Discovery, 15 SEDONA CONE. J. 217 (2014).

30. Id. at215.

31. Id. at 192.

32. Id. at215.
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methodologies relied upon by legal practitioners to demonstrate
defensibility.

An enormous academic literature already exists on the general subject
of information retrieval (IR) and “searching.” A number of computer-
science oriented organizations and conferences are devoted in whole or
in part to the subject, including with respect to comparing or evaluating
different alternative search methodologies.*?

However, so far as these authors are aware, there has been little
reference in the academic literature to the special type of data mining
problems faced by lawyers as they confront demands from opposing
parties in civil discovery to find all responsive documents in large
electronic databases under arbitrary, externally imposed deadlines. It
must be conceded that “the legal system is remarkable in its reliance on
both precise and imprecise concepts.”** Nevertheless, the prime measures
of accuracy analyzed in the information retrieval literature arguably map
to the litigation support context.*®

While notions of quality control and quality assurance in e-discovery
document review workflows were clearly established in the legal
literature by 2010, there remained comparatively little commentary on
the validation of the workflow’s final output. The emphasis tended to be

33. See generally CHRISTOPHER D. MANNING, PRABHAKAR RAGHAVAN & HINRICH
SCHUTZE, AN INTRODUCTION TO INFORMATION RETRIEVAL (Cambridge Univ. Press 2009)
(surveying information retrieval and search); (McGraw-Hill 1983) (same); Special Interest Group
on Information Retrieval (SIGIR), Ass’n for Computing Mach., https:/sigir.org
[https://perma.cc/JHAU-7Z9X] (last visited May 2, 2026) (describing a professional organization
devoted to information retrieval research); Text Retrieval Conference (TREC), Nat’l Inst. of
Standards & Tech., https://trec.nist.gov [https:/perma.cc/ZNC3-6TYL] (last visited May 2, 2026)
(describing a long-running conference designed to evaluate and compare information retrieval
systems and methodologies).

34. Jason R. Baron, Toward a Federal Benchmarking Standard for Evaluating Information
Retrieval Products Used in E-Discovery, 6 SEDONA CONF. J. 237, 241 (2005) (quoting Daniel E.
Rose & Richard K. Belew, Legal Information Retrieval: A Hybrid Approach, in Proceedings of
the Second International Conference on Al and Law, Vancouver, 13846 (1989)).

35. Id.; see also Mia Mazza, Emmalena K. Quesada & Ashley L. Sternberg, In Pursuit of
FRCP 1: Creative Approaches to Cutting and Shifting the Costs of Discovery of Electronically
Stored Information, 13 RICH. J.L. & TECH 1, 34 (2007) (“Unlike search technologies, however,
the goal of sampling is not solely to find potentially relevant data in a way that lives up to
performance measurement standards, but rather to make a qualitative judgment as to whether it is
worthwhile to conduct further searches of stored electronic data.”); Douglas W. Oard et al.,
Evaluation of Information Retrieval for E-Discovery, 18 A.l. & L. 347, 381 (2010) (This is a
comprehensive survey of the Text Retrieval Conference - Legal Tracks (2006-2009) research that
foreshadowed more sophisticated Information Retrieval workflows to come: “One broad class of
approaches that has gained currency in recent years for achieving that focus is broadly known as
‘process quality.” Essentially, the idea is that the important thing is that we agree on how each
performer of E-discovery services should design measures to gain insight into the quality of the
results achieved by their particular process.”).
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on the adoption by e-discovery practitioners of project management and
quality best practices prevalent in other industry sectors.®

D. The Jurisprudence of Document Review Quality and Validation

While there has been only modest judicial commentary on what
documented success looks like in a discovery workflow that relies on Al,
notions of quality and validation have been foundational to judicial
acceptance and its continued use. In the presence of uncertainty and
mistrust by a requesting party concerning a producing party’s competent
use of Al to identify responsive documents, it was the transparent
integration of quality and validation protocols into the document
production workflow that buttressed the original judicial approval of AI’s
use.

Da Silva Moore v. Publicis Groupe®” was the first case to expressly
consider and approve the use of machine learning Al as part of a
document production workflow. When explaining the basis of its
approval, the court reviewed and relied upon the process safeguards that
would be used by the producing party to address quality assurance,
quality control, and end-of-process validation:

Several other lessons for the future can be derived from the
Court's resolution of the ESI discovery disputes in this case.
First, it is unlikely that courts will be able to determine or
approve a party's proposal as to when review and production
can stop until the computer-assisted review software has
been trained and the results are quality control verified.
Only at that point can the parties and the Court see where
there is a clear drop off from highly relevant to marginally
relevant to not likely to be relevant documents.*®

The court continued:

Counsel no longer have to worry about being the “first” or
“guinea pig” for judicial acceptance of computer-assisted
review. As with keywords or any other technological
solution to ediscovery, counsel must design an appropriate
process, including use of available technology, with
appropriate quality control testing, to review and produce
relevant ESI while adhering to Rule 1 and Rule 26(b)(2)(C)
proportionality. Computer-assisted review now can be

36. See, e.g., The Sedona Conference, Commentary on Achieving Quality in the E-
Discovery Process, 10 SEDONA CONF. J. 299, 307 (2009).

37. See generally Da Silva Moore v. Publicis Groupe, 287 F.R.D. 182 (S.D.N.Y. 2012).

38. Id. at 192 (emphasis added).



2026] ARTIFICIAL INTELLIGENCE IN DOCUMENT REVIEW 289

considered judicially-approved for use in appropriate
cases.*’

Subsequent decisions have reinforced the use of quality and validation
metrics to make judicial determinations about the adequacy of a
document production workflow.*’ While these cases are instructional and
reflect growing depth on quality assurance, quality control, and end-of-
process validation, they do not purport to be comprehensive practical
frameworks that could be used by a practitioner to craft and execute a
defensible document production workflow. The following section
provides such a framework.

II. VALIDATING AI-ASSISTED REVIEW: A PRACTICAL FRAMEWORK

The following sections establish that Al offers significant potential for
improving the efficiency and effectiveness of document review, but that
disputes over its reliability persist and courts have provided limited
guidance on how to measure success. Here we address this gap by
providing a practical framework for validating Al-assisted review
workflows.

The framework proceeds in logical sequence. Section A establishes
what completion means in the context of document review, defining the
target before discussing how to measure progress toward it. Section B
introduces the core validation metrics: recall, precision, F1 score,
richness, and elusion. Section C addresses statistical sampling, the
mechanism by which these metrics are estimated. Section D provides
workflow-specific guidance for the principal review methodologies.
Section E addresses end-of-review validation as the critical defensibility
gate. Section F discusses how to present validation results to courts and
opposing counsel. Section G summarizes key recommendations.

Throughout the following sections of this Article, the focus is on
practical guidance: what to measure, how to measure it, and how to
present the results in a manner that satisfies legal standards and
withstands challenge.

39. Id. at 193 (emphasis added).

40. See supra note 10. In some instances, those metrics disclosed significant deficiencies in
a party’s document production workflow. See In re Domestic Airline Travel Antitrust Litig., 2018
WL 4441507 (D.D.C. 2018). In more recent cases, courts have critiqued proposed quality and
validation methodology with more granularity, addressing issues such as stratified sampling and
the appropriate end points for overall workflow metrics. See In re Broiler Chicken Antitrust Litig.,
No. 1:16-CV-08637, 2018 WL 1146371, at *4—6 (N.D. Ill. Jan. 3, 2018) (identifying validation
protocol “to ensure a reasonable production”); In re Diisocyanates Antitrust Litig., Misc. No. 18-
1001, 2021 WL 4295729 (W.D. Pa. Aug. 23, 2021) (evaluating parties’ competing approaches to
validation).
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A. Defining Completion: What Does Success Look Like?

Before measuring whether a review succeeded, legal teams must
define what success means. This may seem obvious, but many discovery
disputes arise because the parties never agreed on a definition of “done.”
The producing party believes it conducted a reasonable review. The
requesting party believes the production is incomplete. Without a shared
understanding of completion criteria, these disputes become intractable.

1. The Meaning of Completion

Completion is the point at which the producing party can credibly stop
review. It is not perfection. No review process, whether conducted by
humans or machines, will identify every responsive document. The
Federal Rules of Civil Procedure do not require perfection; they require
a reasonable search proportional to the needs of the case.*!

Completion is best understood as an agreed stopping criterion
informed by two types of evidence. First, quantitative metrics such as
recall, precision, and elusion provide numerical estimates of review
performance. These metrics, discussed in detail below in Section B,*?
allow parties to state with statistical confidence that the review achieved
specified performance levels. Second, qualitative assessment through
sampling and error analysis of the discard population (documents
predicted by the Al tool to be non-responsive) provides a reality check
on the quantitative metrics. If reviewers examine a sample of discarded
documents and find patterns of missed responsive material, this signals a
problem regardless of what the metrics suggest.

The combination of quantitative and qualitative evidence provides a
defensible basis for stopping review. The producing party can explain not
only what the numbers show, but also what human reviewers found when
they examined the documents the system recommended discarding.

2. Completion is Not a Fixed Recall Target

A common misconception holds that review is “complete” when
recall reaches some fixed threshold, often 75% or 80%. This view is
mistaken for several reasons.

First, recall targets should be proportional to the needs of the case. A
high-stakes patent litigation involving core technical documents may
warrant different recall targets than a routine employment dispute. The
proportionality analysis required by Federal Rule of Civil Procedure

41. FED. R. Civ. P. 26(b)(1)); see The Sedona Conference, The Sedona Principles, Third
Edition: Best Practices, Recommendations & Principles for Addressing Electronic Document
Production, 19 SEDONA CONF. J. 1, 65 (2018) (citing FED. R. C1v. P. 26(b)(1)).

42. See discussion infra Part 11.B.
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26(b)(1) applies to validation decisions just as it applies to scope
decisions.

Second, recall alone does not capture review quality. A review with
95% recall but 10% precision has identified nearly all responsive
documents, but it has also included nine non-responsive documents for
every responsive one. Depending on the case, this may represent wasted
effort, unnecessary privilege review, or excessive production costs.

Third, recall is difficult to measure directly. Estimating recall requires
knowing the total number of responsive documents in the population,
which is precisely what the review is trying to determine. As discussed
in Section B, recall is estimated in several ways, including indirectly
through elusion testing, which introduces its own considerations.**

For these reasons, parties should agree at the outset on what metrics
will be measured and, if appropriate, the stopping criteria based on the
needs of the case. These determinations will be constrained by additional
factors such as proportionality and time. A single recall threshold is rarely
sufficient; understanding richness, recall, precision, and the associated
confidence intervals provides a more complete picture of review
performance.

3. Key Questions to Answer Before Review Begins

Legal teams should answer the following questions before beginning
document review. These answers form the basis of a validation plan that
guides the review and provides the framework for demonstrating
completion.

What recall and precision targets are appropriate for this matter? The
answer depends on the stakes of the case, the nature of the documents,
and the consequences of missing responsive material or over-producing
non-responsive material. In some matters, the priority is finding every
potentially responsive document regardless of precision. In others, the
priority is efficiency, and a somewhat lower recall may be acceptable if
it significantly reduces review burden.

What confidence level and margin of error are acceptable? Statistical
estimates come with uncertainty. A validation sample might estimate
recall at 78%, but the true recall could be higher or lower. Confidence
intervals quantify this uncertainty. A 95% confidence interval of plus or
minus 5% means that if the sampling process were repeated many times,
95% of the resulting intervals would contain the true value. Legal teams

43. FED.R. C1v. P. 26(b)(1); Rio Tinto PLC v. Vale S.A., 306 F.R.D. 125, 127 (S.D.N.Y.
2015) (holding that parties must design discovery processes, including quality control measures,
consistent with proportionality).

44. See discussion infia Part I1.B.
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should decide in advance what confidence level and margin of error they
will accept.

What is the richness of the document population? Richness (also
called prevalence) is the proportion of responsive documents in the
population. Richness profoundly affects wvalidation strategy and
interpretation. In a low-richness population (for example, 2%
responsive), even small elusion rates can still leave a large relative
proportion of the total responsive documents in the discard set.
Understanding richness is essential to interpreting validation results and
setting realistic metric and confidence interval expectations. If richness
is unknown, it should be estimated early in the review process by drawing
a random sample from the full population and having qualified reviewers
assess responsiveness. This initial richness estimate then informs sample
size planning and provides a baseline for interpreting validation metrics.

How will the review be validated? Validation typically involves
sampling to estimate performance metrics. Legal teams should decide in
advance what sampling approach they will use (whether from the discard
set, the responsive set, or across the full population), who will review the
sample, and what criteria will trigger remediation if the sample reveals
problems.

4. Documenting the Validation Plan

The answers to these questions should be documented in a validation
plan before review begins. This plan serves multiple purposes: it aligns
the legal team on completion criteria, provides a framework for making
consistent decisions throughout the review, and creates a
contemporaneous record demonstrating the reasonableness of the process
if challenged.

The validation plan need not be elaborate. For straightforward
matters, a one-page summary may suffice. For complex matters with
multiple review streams and high stakes, a more detailed plan may be
appropriate. What matters is that the plan exists, that it reflects thoughtful
consideration of the relevant factors, and that the team follows it.

B. Validation Metrics: What We Measure and Why

This Section introduces the core metrics used to evaluate document
review performance. These metrics originate in information retrieval
research but have direct application to legal discovery. Understanding
what each metric measures, and equally important, what it does not
measure, is essential to designing effective validation protocols and
avoiding common interpretation errors.
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1. Core Metrics Defined

Five metrics form the foundation of document review validation. Each
measures a different aspect of performance, and together they provide a
comprehensive picture of review quality.

Recall measures the proportion of identified responsive documents in
the population to the total number of responsive documents that exist in
the population. In plain terms, recall answers the question: “How much
did we find?” If a population contains 10,000 responsive documents and
the review identifies 8,000 of them as responsive, recall is 80%. The
remaining 2,000 responsive documents represent the “miss” rate:
documents that should have been identified as responsive but were not.
Recall is the metric most closely tied to the producing party’s obligation
to conduct a reasonable search. Low recall means responsive documents
were missed. However, recall alone does not tell the complete story.

Precision measures the proportion of documents predicted by the Al
tool to be responsive that are, in fact, responsive. In plain terms, precision
answers the question: “How accurate were we in what we selected for
review?” If the Al tool predicts 20,000 documents as being responsive
but only 16,000 of them are actually responsive, precision is 80%. The
remaining 4,000 non-responsive documents represent “false positives”:
documents included in the responsive set but should not have been.
Precision affects efficiency and cost. Low precision means the legal team
is reviewing, potentially privilege-checking, and producing many
documents that are not actually responsive.

F1 Score is the harmonic mean of recall and precision. It provides a
single number that balances both metrics, useful when comparing
different review approaches or tracking performance over time. The
formula is: F1 = 2 x (Precision x Recall) / (Precision + Recall). An F1
score of 1.0 represents perfect recall and perfect precision.

Richness (also called prevalence) measures the proportion of
responsive documents in the population. In plain terms, richness answers
the question: “How dense with responsive material is the population?” If
a population contains 1,000,000 documents and 50,000 are responsive,
richness is 5%. Richness is not a measure of review performance; it is a
characteristic of the data. However, richness profoundly affects how
other metrics are interpreted, as explained below.

Elusion measures the proportion of responsive documents in the
discard set (documents classified as non-responsive). In plain terms,
elusion answers the question: “What proportion of documents we
discarded were actually responsive?” If the review classifies 800,000
documents as non-responsive and 8,000 of those are actually responsive,
elusion is 1%. Elusion is one approach to validating review performance,
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particularly useful for workflows where most documents are classified as
non-responsive.*’

2. How These Metrics Relate

The metrics described above are interrelated, and understanding these
relationships is crucial to interpreting validation results.

High recall with low precision means the review found most of the
responsive documents but also swept in many non-responsive documents.
This pattern often occurs when classification thresholds are set too low.
The producing party is unlikely to miss responsive documents, but review
costs may be higher than necessary, and the production may contain many
documents that should not have been produced.

High precision with low recall means the documents classified as
responsive are mostly correct, but many responsive documents were
missed. This pattern often occurs when classification thresholds are set
too high. The production may be incomplete, although the documents that
are produced are more likely to be responsive.

Recall requires knowing the total number of responsive documents in
the population. Since exhaustively determining this number is
impractical, recall is typically estimated through one of several
approaches:

e Control set validation: In TAR 1.0 workflows, a randomly
selected control set coded independently of training provides direct
estimates of recall and precision.

e FElusion-based estimation: Sampling from the discard set
(documents classified as non-responsive) and combining that elusion rate
with a richness estimate allows recall to be calculated indirectly.

e Direct sampling of the full population: Random sampling across
the entire document population, with qualified reviewers assessing each
sample document, provides estimates of both richness and overall
performance.

Each approach has tradeoffs in terms of cost, complexity, and
precision. The choice depends on the workflow, the population
characteristics, and the validation goals.

Note on elusion and recall: A common interpretive error is treating
elusion as the inverse of recall. For example, assuming that a 3% elusion

45. See  Relativity, RelativityOne  Review  Center  Guide, 35-37 (2026),
https://help.relativity.com/PDFDownloads/R1_PDF/RelativityOne%20-%20Review%20Center
%20Guide.pdf [https://perma.cc/SE7J-VZZG] (providing detailed technical guidance on how
validation statistics, including elusion, are calculated in practice).
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rate implies 97% recall is incorrect because elusion and recall have
different denominators. Elusion is measured against the discard set, while
recall is measured against all responsive documents in the population. In
low richness populations, even a small elusion rate can correspond to
substantially lower recall once the size of the discard set and the estimated
prevalence of responsive documents are taken into account.

3. Worked Example

To illustrate how these metrics work together, consider the following
scenario:

Scenario: A population contains 1,000,000 documents. Richness is
10%, meaning 100,000 responsive documents exist. The review classifies
100,000 documents as responsive and 900,000 as non-responsive (the
discard set). Validation sampling finds that 55% of the responsive set is
actually responsive (precision = 55%), and 5% of the discard set is
responsive (elusion = 5%)).

Calculating recall from elusion: Responsive documents in the discard
set equal 5% multiplied by 900,000, which is 45,000. Responsive
documents found equal 55% multiplied by 100,000, which is 55,000.
Recall equals 55,000 divided by 100,000, which is 55%. A second check
here is that the total number of responsive documents found (55,000) and
missed (45,000) sum to the estimated number of responsive documents
in the population. In practice, these numbers will not sum perfectly, but
they should be close.

This example illustrates that the same elusion rate can correspond to
different recall levels depending on richness and population proportions.
A 5% elusion rate might sound low, but in this scenario, it corresponds
to a recall rate of 55%.

C. Statistical Sampling: How We Measure

The metrics described in Section B* cannot be calculated exactly for
large document populations. No legal team can review every document
to determine the “true” recall or precision of a review process. Instead,
these metrics are estimated through statistical sampling.

This Section explains the fundamentals of statistical sampling as
applied to document review validation. It covers random sampling,
sample size determination, stratified sampling, and practical
considerations for designing defensible validation samples.

46. See discussion supra Part I1.B.
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1. Random Sampling Basics

A random sample is a subset of documents selected from a population
such that every document has an equal probability of being selected.
Random sampling is the foundation of statistical inference because it
allows conclusions drawn from the sample to be generalized to the
population with quantifiable uncertainty.

Simple random sampling selects documents without regard to any
document characteristics. Each document in the population has the same
chance of being included in the sample. Simple random sampling is
appropriate when the population is relatively homogeneous or when there
is no reason to believe that different subgroups have meaningfully
different characteristics.

Stratified random sampling divides the population into subgroups
(strata) and draws separate random samples from each stratum. This
approach is appropriate when the population contains identifiable
subgroups that may have different responsiveness rates or error patterns.
For example, a validation sample might be stratified by custodian, date
range, document type, or review method.

The choice between simple and stratified sampling depends on the
population and the validation goals. Stratified sampling can provide more
precise estimates when strata differ meaningfully, but it adds complexity.
For most end-of-review validation scenarios, simple random sampling
across the entire reviewed population is sufficient and recommended.

2. Sample Size Determination

The precision of a sample estimate depends on the sample size. Larger
samples yield more precise estimates. The question is: how large must
the sample be to achieve acceptable precision?

Sample size determination involves three parameters. First, the
confidence level is the probability that the confidence interval contains
the true population value. A 95% confidence level is standard in most
contexts, meaning that if the sampling process were repeated many times,
95% of the resulting confidence intervals would contain the true value.
Second, the margin of error is the acceptable range around the sample
estimate. A margin of error of plus or minus 5% means the true value is
likely within five percentage points of the sample estimate (at the stated
confidence level). Third, the expected proportion is the anticipated
proportion of the characteristic being measured. When estimating
richness or elusion, this is the expected percentage of responsive
documents. When this proportion is unknown, using 50% produces the
most conservative sample size.

For large populations, the sample size depends almost entirely on the
desired precision, not the population size. However, a common
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misconception in the discovery community requires clarification: the oft-
cited figure of “approximately 385 documents” for a 95% confidence
interval of recall with plus or minus 5% margin of error refers to 385
responsive documents in the sample. This means the total sample size for
tightly estimated recall depends critically on richness. This is a primary
reason why it is difficult to provide tight statistical estimates or recall
when richness is very low.

3. Estimating Recall in Low-Richness Populations

Low-richness populations (those in which responsive documents
constitute a small percentage of the total) present particular challenges
for sampling. When few responsive documents exist in the population
overall, random samples will contain few responsive documents, making
it difficult to estimate all three key metrics with tight confidence intervals.
In these scenarios, recall remains the key metric to pay attention to, and
additional options should be considered.

The sample sizes discussed in Section C.2*/ assume that the
proportion being estimated is around 50%. At lower proportions, the
same sample size yields fewer responsive documents and therefore wider
confidence intervals. Consider a population with 2% richness: a random
sample of 1,000 documents would contain only about twenty responsive
documents on average. This affects validation metrics differently. For
precision estimation, if the responsive set has high precision, say 90%, a
sample will contain mostly responsive documents and precision can be
estimated reasonably well. For sampling from the non-responsive set, if
the proportion of responsive documents there is low, say 2%, a sample of
500 documents would yield only about ten responsive documents,
producing a wide confidence interval. For recall estimation, uncertainty
in the underlying proportions propagates to the recall estimate.

Practical approaches for low-richness sampling:

Option 1: Larger samples. In low-richness populations, substantially
larger samples are required to find enough responsive documents for tight
estimates (i.e., small confidence intervals). When richness is below 10%,
samples of 1,000 to 3,000 or more documents are mathematically
necessary to keep confidence intervals smaller than the commonly
requested plus/minus 5%. Larger samples will provide narrower
confidence intervals, which may be appropriate depending on the needs
of the case and whether the additional costs are justified by the need for
tighter estimates of review performance.

47. See discussion supra Part I1.C.2.
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Option 2: Accept wider confidence intervals. In some cases,
acknowledging uncertainty is appropriate and cost-effective. Consider an
example where an initial random sample estimated richness at
approximately 2%, meaning approximately 10,000 responsive
documents exist in a population of 500,000. The review classifies 8,500
documents as responsive. To estimate recall, we sample 1,500 documents
from the 491,500 documents classified as nonresponsive and find 10
responsive documents. The elusion point estimate is 0.67%, with a 95%
confidence interval of approximately 0.35% to 1.2%. Extrapolating to the
full non-responsive set yields an estimated 3,290 missed responsive
documents (with a range of 1,720 to 5,900). Using the known richness
estimate of 10,000 total responsive documents, the recall point estimate
is 67%, but the 95% confidence interval spans approximately 41% to
83% —a range of 42 percentage points.

This wide confidence interval is not due to an insufficient sampling
effort; sampling 1,500 documents represents substantial validation work.
Rather, the wide interval is an unavoidable consequence of low richness:
when the non-responsive set contains few responsive documents, any
reasonable sample will capture only a small number of them, and small
counts produce wide confidence intervals. As discussed in Section B,
practitioners should also remember that even the point estimate for recall
can be counterintuitively low relative to elusion, a 0.67% elusion rate
does not imply 99.3% recall. A validation report should transparently
communicate both the point estimate and the confidence interval,
explaining that the uncertainty reflects population characteristics rather
than methodological deficiency.

Option 3: The Rule of Three. When a randomly drawn elusion sample
constructed from the documents predicted to be non-responsive actually
contains zero responsive documents, the “Rule of Three” provides an
upper bound on the true proportion of responsive documents among those
predicted non-responsive. To be 95% confident that the true proportion
1s at most X%, the required sample size is approximately 3 divided by X.
For example, to confirm that a proportion of predicted non-responsive
documents is at most 2% responsive, review approximately 150 predicted
non-responsive documents; if none are responsive, the proportion is
likely below 2%. To confirm the proportion of responsive documents is
at most 1%, review approximately 300 of the documents predicted non-
responsive. Practically, this approach is useful for confirming that elusion
is below some threshold with 95% confidence, which is often more useful
in practice than a point estimate.

The appropriate choice depends on the stakes of the matter, the
available budget, and the level of precision required for defensibility.
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4. Stratified Sampling

Stratified sampling divides the population into subgroups and samples
each subgroup separately. This approach may be useful in high-stakes
litigation where different subpopulations may have meaningfully
different characteristics or may have been reviewed through different
processes.*

Stratification adds complexity to both the sampling design and the
analysis. For most discovery scenarios where validation is needed, simple
random sampling from the entire document population will suffice.
Stratification may be reserved for cases where there are specific reasons
to believe different subgroups behave differently and where answering
subgroup-specific questions is important to defensibility.

5. Designing the Validation Sample

Beyond sample size and stratification, several practical considerations
affect the defensibility of a validation sample.

Independence from training data. If the review used machine
learning or generative Al, the validation sample should be independent
of any data used to train or tune the model. Using training data to validate
performance produces optimistically biased estimates.

Blinding and conflict review. Reviewers assessing the validation
sample should not know how the documents were classified by the review
process during their initial pass. If a reviewer knows that a document was
classified as non-responsive, this knowledge may bias the responsiveness
assessment. Blinded review produces more objective initial assessments.

However, we also recommend that after the initial blinded pass,
validators take a second, unblinded pass through the documents to review
any conflicts between their assessment and the original classification.
This allows validators to determine their “self-overturn” rate and, if
appropriate, change their designation after seeing the original
classification. Importantly, a log should be maintained of all documents
where designations changed during this unblinded phase. This two-pass
approach balances the objectivity of blinded review with the opportunity
to catch and reconsider genuine errors.

Qualification of reviewers. Validation samples should be reviewed
by individuals qualified to make responsiveness determinations. For
complex matters, this typically means attorneys with subject matter
knowledge. For more routine matters, other legal professionals trained on
the review parameters may be acceptable. The key is that the validation

48. See generally In re Broiler Chicken Antitrust Litig., No. 1:16-cv-08637, 2018 WL
1146371 (N.D. Il1. Jan. 3, 2018) (Order Regarding Search Methodology for Electronically Stored
Information).
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reviewer must be capable of making accurate responsiveness
assessments.

Documentation. The validation process should be documented
contemporaneously. Record the sample selection method, the sample
size, the reviewers, the assessment criteria, the overturn numbers, and the
results. This documentation supports defensibility if the production is
challenged.

D. Workflow-Specific Best Practices

Sections A through C* provided the conceptual foundation: what to
measure and how to measure it. This Section translates those concepts
into practical guidance for specific review workflows. Each subsection
addresses a common review approach, explains its characteristics, and
provides recommended practices for quality control and validation.

The recommendations in this Section are best practices, not
requirements. Different matters warrant different approaches, and legal
teams should adapt these recommendations to their specific
circumstances. The common thread is that every workflow should include
mechanisms for measuring and demonstrating performance.

1. Linear Human Review

What it is: In linear human review, attorneys or paralegals review
documents one by one, typically working through queues organized by
saved searches or other criteria. Documents are coded for responsiveness
and other issues based on reviewer judgment. This is the traditional
approach to document review and remains common, particularly for
populations requiring nuanced legal judgment.

Characteristics: Linear human review is thorough but slow and
expensive. Quality depends heavily on reviewer training, consistency,
and attention. Studies have shown that even qualified reviewers miss
responsive documents, so human review should not be treated as a “gold
standard” against which other methods are measured.>’

Best practices for quality control: Reviewer training should occur
before review begins, training reviewers on the responsiveness criteria,
privilege issues, and coding instructions. Quality control sampling should
occur early on and should involve a senior reviewer or subject matter
expert sampling and re-reviewing a percentage of each reviewer’s work.
Common quality control rates range from 5% to 15% of documents, with

49. See discussion supra Part I1.A—C.

50. Maura R. Grossman & Gordon V. Cormack, Technology-Assisted Review in E-
Discovery Can Be More Effective and More Efficient Than Exhaustive Manual Review, 17
RicHMOND J. L. & TECH. 1, 37, 48 (2011) (study showing that “human assessors missed between
20% and 75% of all relevant documents™).
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higher rates for less experienced reviewers or more complex matters.
Escalation protocols should establish clear criteria for escalating difficult
documents to senior reviewers or subject matter experts. Reviewers
should not guess on documents they do not understand. If there are
substantial overturns during the quality control process, investigate the
potential cause: unclear criteria, inadequate training, or inherently
ambiguous documents, and then remediate accordingly.

Additionally, overturn rates of specific first-pass reviewers may be
monitored to identify those who demonstrate deficiencies in review
protocol training or understanding of criteria. If additional training does
not address consistently higher than average overturn rates, it may be
appropriate to cease the reviewer’s continued participation in making
review decisions.

Validation approach: For linear human review, although rarely done
in practice, validation should assess precision, recall, and elusion. Sample
from the responsive set to estimate precision (are the documents coded as
responsive actually responsive?), and sample from the non-responsive set
to estimate elusion (what proportion of discarded documents are actually
responsive?). The assumption that human review of every document
ensures low miss rates is not supported by empirical evidence. Research
has shown that human reviewers can miss a substantial proportion of
responsive documents; one study found that human reviewers missed
approximately half of the responsive documents that were identified by a
generative Al system.”!

2. TAR 1.0 (Control Set/Simple Learning)

What it is: TAR 1.0, sometimes called “simple learning,” is a
workflow which uses a seed set of coded documents to train a machine
learning model. After training occurs, a separate set of documents, called
a control set, is used to test the model’s predictive accuracy.

The initial seed set is typically created by drawing a statistically valid
sample of documents from the larger collection. Known responsive
documents identified by other means can also be added to the seed set for
training.

A control set is created by selecting a separate random sample of
documents that are coded by subject matter experts (SME’s). These SME
coding decisions, however, are specifically withheld from the training of
the machine learning model. Only the coding decisions of documents in
the seed set are delivered to the machine learning model for training.

After the documents in the seed set are coded and delivered to the
machine learning model for training, the model computes the predicted

51. Omrani et al., supra note 15, at 6—7 (reporting that human reviewers had substantially
lower recall—approximately 55%—compared to 96% for the generative Al system).
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coding values of all other documents in the collection—including those
of the control set. At this point, the machine’s predicted coding values of
the control set documents are compared to the SME’s actual coding
decisions of the control set. If the machine’s predicted coding decisions
do not reliably match the SME coding decisions, additional iterations of
training are conducted.

Additional training is accomplished by selecting more documents to
be added to the seed set and coded for responsiveness by the SMEs. A
variety of methods can be used to select the additional documents for
coding and inclusion in the seed set. Documents can be selected based on
the predictive values calculated by the current state of training. These can
be documents currently assigned with high confidence predictive values
at the extremes of the responsive/non-responsive ranking, or documents
with predictive rankings in between, indicating the machine’s
comparative inability to discriminate between responsive and non-
responsive.

Additionally, documents can be selected for supplemental training
based on judgmental selection—for example, choosing documents based
on the subject matter of inconsistent coding observed in an earlier seed
set comparison, or identified by the presence of specific terms or phrases
likely to identify responsive content. The numerical size of coded
documents in the seed set can also be increased by the inclusion and
coding of an additional random sample of new documents.

In practice, combinations of these methods to select documents for
additional training are typically used. After each iteration of additional
training, the model’s predicted coding values for the seed set are again
compared to the SME’s actual coding decisions of the seed set. With each
round of iterative training, the model’s predictive accuracy generally
improves. When the model can consistently predict SME coding
decisions with acceptable accuracy, training ends and the final predictive
values of all documents in the collection become static. A linear review
of all documents down to a cut-off range is conducted. Documents below
the cut-off range—those reliably predicted to be non-responsive—can be
defensibly omitted from linear review, creating substantial economic
savings.

Characteristics: Because of the manual steps involved, a TAR 1.0
review workflow requires a review manager with substantial training and
proficiency in the underlying document management platform. A TAR
1.0 workflow may be less efficient than a continuous learning workflow
(described below) because a smaller set of documents informs the model.
The primary advantage of a TAR 2.0 continuous learning workflow is
that the model is continuously updated with the latest reviewer coding
decisions, allowing it to learn from a larger and more diverse set of
training examples over time.
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Best practices for implementation: Seed set selection and size
should include documents representative of the responsive population.
Larger seed sets generally improve model performance, but
improvements in accuracy can be observed to plateau and hit diminishing
returns as the numerical size of the seed set is increased over the course
of iterative training rounds. A common approach is to start with a random
sample plus judgmentally selected “key” documents. Control set design
requires the control set to be selected randomly and coded independently
of the seed set. It should be large enough to provide statistically
meaningful performance estimates. Rank cutoff determination involves
reviewing documents in rank order and monitoring the rate at which
responsive documents are found. When the rate drops below a threshold,
such as when precision falls below some target, consider establishing a
cutoff. Documents below the cutoff become the discard set.

Validation approach: TAR 1.0 offers multiple validation options.
The control set, if sufficiently large and reserved exclusively for final
validation, can provide direct recall and precision estimates. However, if
the control set is examined during the seed set development process, for
example, to decide whether to add more training documents, it may no
longer serve as an unbiased measure of final performance. In such
scenarios, it is common practice to draw and label a fresh simple random
sample for post-review validation.

When end-of-review validation discloses some type of systemic
quality failure, such as a subject matter coverage gap, one remediation
technique is to re-open training, ingest all coded documents into the seed
set, and then identify and code any additional documents ranked above
the cut-off. Alternatively, a lower cut-off point threshold may need to be
selected.

3. TAR 2.0 (Continuous Learning)

What it is: Continuous learning, sometimes called TAR 2.0, uses a
rapid iterative process where the machine learning model continuously
trains and learns from all reviewer coding decisions. Unlike TAR 1.0,
where training ends at a discreet point in the workflow, a TAR 2.0
workflow continuously trains and re-computes the predictive ranking of
all documents as reviewers make sequential coding decisions. With some
exceptions,* a TAR 2.0 workflow creates a review queue comprised of
the highest-ranked uncoded documents for review next. This “continuous
learning” approach focuses reviewer effort on documents that the model

52. Well-conceived TAR 2.0 Al tools deliver a mix of randomized and targeted content to
the review queue to prevent early review decisions from causing subject matter clusters to be
overlooked.
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predicts are most likely to be responsive or most likely to promote the
accuracy of the algorithm.

Characteristics: Continuous learning is highly efficient for finding
responsive documents quickly. By continuously presenting the most
promising documents, it typically achieves high recall with fewer
documents reviewed than linear review or TAR 1.0 workflows.
Determining when to stop can be a moving target because the model
continuously improves.

Best practices for implementation: Initial document selection
should begin with a random sample or judgmental sample to provide
initial training data. Richness estimates from an initial random sample
help set expectations. Continue reviewing until the rate of finding
responsive documents drops substantially. Because continuous learning
tends to prioritize high-scoring documents for sequential review, it
creates a risk of missing responsive documents that the model scores
poorly throughout the process. Periodically sample from lower-ranked
documents to check for systematic gaps. Stopping criteria are typically
based on the declining rate of responsive documents found during review.
When the yield becomes very low, the model has likely identified most
of the responsive documents it can find. The stopping rationale should be
documented.

Validation approach: For continuous learning, the discard set (low-
scoring documents that were not reviewed) is the primary concern for
validation because the model guides review toward high-probability
documents. Sampling approaches include elusion testing (sampling the
discard set to assess the proportion of responsive documents missed) or a
coverage sample from across the predictive score distribution to identify
whether the model has systematic blind spots. The validation approach
should be tailored to the specific workflow and defensibility
requirements.

4. Generative Al Document-by-Document Classification

What it is: Generative Al classification uses large language models
to classify documents for responsiveness. Unlike traditional machine
learning, which uses statistical patterns learned from labeled examples,
generative Al can apply natural language instructions (prompts) that
describe the responsiveness criteria. The model can also extract verifiable
citations and generate rationales explaining why each document is or is
not predicted as responsive.

Characteristics: Generative Al classification is a newer approach
with promising early results. The ability to apply natural language
prompts without extensive labeled training data is appealing, particularly
when training data is scarce or expensive. The rationale-generation
feature aids quality control because reviewers can assess not only the
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classification but also the reasoning. However, generative Al models are
not infallible, and their performance can vary depending on the prompt
design and document characteristics. Current generative Al classification
models exhibit minor non-deterministic variations between runs. In
practice, generative Al classification systems using large language
models configured for greedy decoding, where the model always selects
its most likely response rather than introducing randomness, show greater
consistency and self-agreement than human review teams.

Establishing  defensibility = through  measurement and
transparency: Defensibility is established by the measurement of the
system’s performance and the transparency in its use, not by the choice
of which system to deploy. The choice of review methodology (whether
human linear review, discriminative machine learning, or generative Al)
is a decision based on cost, efficiency, and appropriateness for the task.
The courtroom question is whether the results can be measured and
demonstrated to be reasonable. The TAR [ Reference Model article
provides the framework: regardless of whether the underlying algorithm
is discriminative machine learning or generative Al the process of
building a predictive model and demonstrating its effectiveness through
sampling and statistics remains constant.>?

The three-phase workflow: A key advantage of generative Al
classification is the ability to validate performance before committing to
full-scale review. Traditional methods typically require material up-front
costs (training reviewers, building models through iterative labeling)
before performance can be validated. Generative Al, by contrast, requires
fewer up-front costs before an estimate of review performance can be
calculated, enabling a more proactive approach.

Develop. Subject matter experts write and iterate on the prompt
criteria that define responsiveness. They test the prompt on a small,
diverse sample of documents, examine the model’s predictions and
rationales, and adjust the prompt until the model’s classifications align
with expected outcomes. As demonstrated in recent case studies, this
iterative prompt development process involves tracking two key goals:
increasing true positives (finding more responsive documents) and
reducing false positives (decreasing incorrect predictions of
responsiveness).>*

Validate. Before running the model at scale, evaluate the prompt
against a statistically rigorous random sample from the target document

53. See TAR 1 Reference Model, supra note 25, at 117.

54. See Tara S. Emory, Case Study: Practical Testing for Effectively Organizing Documents
with GenAl Review, EDRM (June 24, 2025) (describing iterative prompt refinement process
focused on “adjusting our prompt to find more of the relevant documents (i.e., increasing true
positives)” and “decreasing aiR’s incorrect predictions of responsiveness for documents that were
not responsive (i.e., reducing false positives)”).
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population. Calculate recall, precision, and elusion with confidence
intervals. If the metrics meet the validation plan criteria established in
Section A,> proceed. If not, return to the development phase and refine
the prompt.

Apply. Once validated, apply the prompt to the full document
population with confidence that performance will be consistent with the
validation results.

This proactive validation approach offers significant advantages.
Problems are discovered before the cost of full-scale review is incurred.
If validation does not achieve the desired results, the team can iterate on
the prompt and revalidate without wasting effort on a full review that
would need to be redone. From a defensibility standpoint, proactive
validation allows the producing party to demonstrate expected
performance before committing resources.

Best practices for implementation: Iterative prompt development
requires clear, specific prompts modeled on the kind of detailed review
protocol that would be provided to human reviewers. Test initial prompts
on a small sample, examine disagreements between the model and subject
matter experts, and refine the prompt to address gaps or ambiguities. If a
control set is used, “the prompt writer should not be the same person who
reviewed control documents and should not be exposed to information
from the control set’s contents, to avoid contaminating the objectivity and
correctness of the control set.”®

Proactive validation before scale should occur once the prompt is
developed, validating on a random sample from the full target population
before running at scale. A random sample of approximately 1,000
documents is typically sufficient to estimate recall and precision with
reasonable confidence intervals, assuming adequate richness.

Threshold selection involves determining how to handle documents
where the model is uncertain. Options include setting a threshold below
which documents receive human review or treating “uncertain” as a
separate category.

Human-in-the-loop for edge cases should establish criteria for routing
documents to human reviewers, including documents where the model
expresses low confidence, documents with unusual characteristics, or
documents in categories known to be difficult.

Rationale review for quality control involves periodically reviewing
the model’s rationales, not just its classifications. Rationales that rely on
incorrect facts or flawed reasoning signal problems even if the ultimate
classification happens to be correct. LLM rationales and citations are
useful quality control artifacts, but they are not guarantees of correctness;

55. See discussion supra Part IL.A.
56. See TAR 1 Reference Model, supra note 25, at 124.
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explanations may be unfaithful and may increase reviewer overreliance.
Therefore, rationales should be treated as additional insights into the
model’s internal behavior and labeling process, and not as substitutes for
rigorous sampling-based validation.

Revalidation triggers should be recognized because validation
represents the accuracy of a specific model configuration on a defined
document population. If the prompt criteria change, if the underlying
model is updated, or if the document population changes substantially,
revalidation may be necessary.

Hybrid approaches: Generative Al classification often works best
when used in combination with other methods. As practical experience
has demonstrated, different legal and factual issues have different
characteristics that align better with different review methods. Issues
requiring nuanced content analysis may perform well with generative Al,
while issues with rules-based components (such as multiple criteria or
date dependencies) may benefit from other review methods.’” Strategic
review design involves understanding each tool’s capabilities and
matching them to the characteristics of different review needs.

Validation approach—proactive plus end-of-review: The
recommended approach for generative Al classification involves two
validation stages: proactive validation and end-of-review validation.
Proactive validation occurs before running the model at scale, as
described above. This validates that the prompt and model are performing
adequately on the target population and provides confidence before
committing to full-scale review. End-of-review validation is still
recommended in most scenarios: document populations often change
during the course of the review process, and the understanding of the
matter itself may evolve. Final validation is always recommended in
multiphase and hybrid workflows. End-of-review validation 1is
particularly important when the document population changed during
review, when the generative Al results are combined with other review
methods in a hybrid workflow, when the producing party wants to
confirm that applied results match validation expectations, or when
compliance or opposing party requirements call for final production
validation. In many situations, after running the model at scale, counsel
will perform quality control and may review certain documents, changing
the designations from the original predictions. End-of-review validation
makes sense when you want to validate the overall production as opposed
to just the generative Al classification, which may have changed during
human quality control.

57. See Emory, supra note 54 (“Our testing showed that GenAl review worked better for
some issues than others. Issues requiring nuanced content analysis generally performed well.
Issues with a rules-based component such as multiple criteria (e.g., mentioning a company plus
discussing a topic), or dependent on date, had more limited performance.”).
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5. Hybrid and Multimethod Workflows

What it is: In many large matters, legal teams may use different
review methods for different document populations. Hybrid workflows
route different document subsets to different review methods based on
practical considerations such as data source, custodian groupings,
document type, timeline, budget, or available resources.

Characteristics: Hybrid workflows can provide flexibility in
managing large-scale review projects. However, they introduce
complexity in tracking, quality control, and validation. The primary
challenge is ensuring that all portions of the population are validated and
that the overall production is defensible.

Best practices for implementation: Document routing logic should
define the criteria for routing documents to each review method before
review begins. Routing criteria might include custodian, document type,
date range, or data source. Document the routing logic so it can be
explained. Consistent coding fields should be used across all review
methods so that the final production can be unified. If different review
streams use different field names or coding values, consolidation
becomes error-prone. Quality control within each stream should ensure
that each review method has its own quality control appropriate to that
method. Human review should have quality control sampling; machine
learning should have control sets or coverage checks; generative Al
should have sample validation.

Validation approach: For hybrid workflows, the recommended
approach is a single random sample across the entire document
population at the end of review. This unified validation answers the
question that matters most: across all methods combined, what are the
recall and precision of the overall production?

This approach is simpler than validating each method independently
and reflects how courts and opposing parties will evaluate the production:
as a whole, not method by method. If the unified validation reveals
problems, more detailed investigation can then determine which method
or methods caused the issue.

In some cases, legal teams may want to validate individual methods
in addition to the unified validation. This can be useful for internal
process improvement or when different methods have very different
expected performance levels. However, unified validation should be the
default, with method-specific validation as an optional additional step.

E. End-of-Review Validation: The Final Gate

End-of-review validation is the moment when the legal team answers
the question: did our review work? It is the critical defensibility gate
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where the producing party generates the evidence needed to demonstrate
that the production is complete and accurate.

This Section provides specific guidance on conducting end-of-review
validation. It describes the recommended standard approach, addresses
sample size considerations, explains how to respond if validation fails,
and discusses documentation requirements.

1. The Standard Approach (Recommended)

For most matters, end-of-review validation should follow a
straightforward process.

Step 1: Create a saved search or other mechanism that encompasses
all reviewed documents. The validation must cover the entire population
that will be the basis for production. If documents were reviewed through
multiple methods, the saved search should include all of them. The search
defines the universe from which the validation sample will be drawn.

Step 2: Pull a single random sample from the full document
population. Draw a random sample from the entire reviewed population.
The sample should include documents classified as responsive and
documents classified as non-responsive in proportion to their presence in
the population. Alternatively, if the goal is specifically to estimate
precision and elusion separately with similar confidence, draw separate
samples from the responsive set (to estimate precision) and the non-
responsive set (to estimate elusion).

Step 3: Have qualified reviewers make independent responsiveness
decisions. Reviewers assessing the validation sample should be qualified
to make responsiveness determinations. They should apply the same
responsiveness criteria used during the review. Importantly, validation
reviewers should not know how the documents were originally classified
during their initial assessment. After the initial blinded pass, reviewers
should then conduct an unblinded review of any conflicts between their
assessment and the original classification, with the opportunity to change
their designations if warranted. A log of all designation changes during
the unblinded phase should be maintained. This two-pass approach
accounts for the adjudication phase in designation disputes between
review systems while preserving auditability and transparency of the
validation.

Step 4: Calculate recall, precision, and elusion. Using the validation
sample results, calculate precision as responsive documents in responsive
sample divided by total responsive sample size, elusion as responsive
documents in non-responsive sample divided by total non-responsive
sample size, and recall using the elusion rate, richness, and population
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proportions as described in Section B.>® Report these metrics with their
confidence intervals.

Step 5: Document results and rationale. Record the validation
methodology, sample sizes, reviewer qualifications, and results. This
documentation supports defensibility. If the results meet the completion
criteria established in the validation plan (see Section A),>® the review is
complete. If they do not, remediation is required.

2. Sample Size Guidance

As discussed in Section C,%’ sample size depends on three parameters:
the desired confidence level, the acceptable margin of error, and the
expected proportion being estimated. The appropriate sample size varies
significantly depending on these factors, and practitioners should
determine their sample size using these specific inputs rather than relying
on general guidelines.

Sample size calculators are available from academic institutions and
statistical organizations. To wuse these calculators effectively,
practitioners should have an estimate of the expected proportion, for
example, the richness estimate obtained early in review as discussed in
Section A.%! Enter the desired confidence level (typically 95%), the
acceptable margin of error (e.g., plus or minus 5%), and the expected
proportion into the calculator to determine the required sample size.

For low-richness populations, refer to the guidance in Section C.%

3. What if Validation Does Not Yield the Desired Results?

Validation may reveal that the review did not meet the completion
criteria. This 1s disappointing but can provide valuable information. It is
far better to discover problems through validation than to have opposing
counsel discover them later.

Remediation options: Additional review may be needed if elusion is
too high. Options include lowering the score cutoff, reviewing additional
random samples from the non-responsive set, or targeted review of
categories where errors are concentrated. Prompt or model adjustment
may be needed for generative Al workflows where validation failures
may indicate problems with the prompt or model behavior. Re-review by
different reviewers may be warranted if precision is too low (many
nonresponsive documents classified as responsive), as the issue may be
with reviewer calibration.

58. See discussion supra Part 11.B.
59. See discussion supra Part IL.A.
60. See discussion supra Part I1.C.
61. See discussion supra Part IL.A.
62. See discussion supra Part 11.C.
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Revalidation after remediation: After remediation, repeat the
validation process on the affected population. Do not assume that
remediation solved the problem; verify it.

Documentation for defensibility: When the initial validation does
not achieve the anticipated results, the metrics and remediation steps
should be documented. A production that was remediated and
subsequently met validation criteria may be more defensible than one that
was never validated at all. The documentation shows that the legal team
took quality seriously and corrected problems when they were
discovered.

Renegotiation options: It may be prudent to avoid pre-review
commitment to specific numerical validation results; if an aspirational
commitment is made, a process for modifying the numerical value for
good cause shown may be included. The characteristics of document sets
vary widely and can be unpredictable. Parties may be well served by
discussing acceptable completion criteria while leaving open the
possibility of modifying those criteria due to issues that may arise during
the review, or as more is learned about the underlying dataset. If the initial
validation does not achieve the anticipated results, but the efforts to
remediate may be too costly, burdensome, or not proportional, or may not
yield much better results (i.e., “juice not worth the squeeze”), counsel
may agree to accept the validation results, even though they were not as
originally agreed upon as the level for “completion.” This is when it
becomes important for the parties to be reasonable, understanding the
limitations of document review and statistics. Ongoing collaboration and
measured transparency of process between requesting and producing
parties tend to promote the successful resolution of unanticipated
outcomes.

4. Documenting the Validation

Validation documentation serves two purposes: it supports
defensibility if the production is challenged and it provides a record for
future reference.

What to record: The validation plan, including completion criteria
and target metrics; the definition of the validation population; the sample
selection method (e.g., random, stratified, etc.) and sample size; the
qualifications of validation reviewers; the responsiveness criteria applied;
the raw results, including the number of responsive and nonresponsive
documents in each sample; the calculated metrics with confidence
intervals; any remediation performed and subsequent revalidation results;
and the final conclusion indicating whether the review met completion
criteria.

What to produce versus protect as work product: The distinction
is between explaining what was done and how well it worked (which
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supports defensibility) and revealing litigation strategy and internal
assessments (which are protected). A validation summary that reports
methodology and results without revealing privileged details is
appropriate for disclosure.

The validation methodology and results are typically producible if
challenged. They demonstrate the reasonableness of the review process.
However, some details may be protected, including training decisions,
the rationales of detailed error analysis, and internal quality discussions,
which may be considered protected work product. When a requesting
party challenges a review and production workflow with evidence
strongly suggesting quality shortcomings, a court may require the
producing party either to produce process documentation or to conduct
additional remedial measures. The option of coming forward with process
documentation showing good faith efforts to achieve quality will serve a
producing party well under such circumstances.

F. Presenting Results to the Courts and Opposing Counsel

Validation is only useful if it can be communicated effectively. Legal
teams must be prepared to explain their review process and its results to
courts, opposing counsel, and clients. This Section provides guidance on
what to disclose, what to protect, and how to respond to challenges.

The continued adoption of emerging Al technologies, and the
beneficial efficiencies they bring to the administration of justice, are
likely to be inhibited if potential users are overly concerned that their
interactions with discovery technologies may be subject to compulsory
disclosure to adverse parties. For example, crafting a textual prompt
created for use by a generative Al review tool may expressly disclose the
mental impressions and legal analysis performed by the producing party’s
counsel.

At the same time, producing parties using established Al workflows
routinely make voluntary but measured decisions to disclose certain
workflow and validation information, even when that information could
be subject to a meritorious assertion of work product protection. This is
typically done because disclosure and collaboration tend to strengthen a
producing party’s defensibility posture. When both the requesting party
and producing party essentially “risk share” with agreements concerning
workflow criteria and validation protocols, it may decrease the likelihood
that a producing party will be compelled to undertake an expensive
review “do-over” should systemic problems emerge in the production.

For parties electing to take a conservative approach to disclosure and
collaboration, validation documentation and validation metrics become
even more important as part of risk mitigation strategy. The following
factors inform a producing party’s decisions concerning what
information to disclose and what information to protect. The goal is
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transparency about methodology and results without revealing work
product that necessarily merits protection.

1. What to Disclose

When defending a production, the producing party may elect to
disclose information sufficient to demonstrate that the review was
reasonable.

Workflow description (high level): Describe the review methods
used: attorney review, paralegal review, machine learning, generative Al,
or some hybrid combination. Explain the general approach without
revealing specific strategies.

Validation methodology: Describe how the review was validated.
Include the sample selection method (random sampling from the entire
population), the sample size, and who conducted the validation review.
Explain that validation reviewers applied the responsiveness criteria to a
sample of documents and that results were used to estimate recall,
precision, and elusion.

Metrics with confidence bounds: Report the validation results with
confidence intervals. For example: “Based on a random sample of 1,200
documents from the reviewed population, we estimate precision at 85%
(with a 95% confidence level and a confidence interval of 82% to 88%)
and recall at 78% (with a 95% confidence level and a confidence interval
of 74% to 82%).” Including confidence intervals demonstrates statistical
rigor and honest acknowledgment of uncertainty.

Remediation, if any: If initial validation revealed problems that were
corrected, describe the remediation process and subsequent revalidation.
This demonstrates that the legal team took quality seriously and
addressed issues when discovered.

2. What to Protect

Certain information generated by the documentation of a review
workflow may become the subject of disputes over claims of work
product protection, even when validation results are disclosed.

Training decisions and rationales: For machine learning and
generative Al, the specific examples used to train the model, the
reasoning behind prompt design, and the coding rationale may be the
subject of a claim for protection.®?

Detailed error analysis: Internal analysis of why certain documents
were missed or miscoded, and what those errors reveal about case
weaknesses, may be the subject of a claim for protection. While the
validation results themselves (aggregate metrics) are disclosable, the

63. See Hickman v. Taylor, 329 U.S. 495, 508 (1947); FED. R. CIv. P. 26(b)(3).
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strategic assessments of those results are usually claimed as work
product.

The principle is that the producing party demonstrates the
reasonableness of its process through methodology and aggregate results,
not by disclosing the substance of attorney decision-making.

3. When Expert Consultation is Warranted

In high-stakes matters or when facing sophisticated challenges, expert
consultation may be appropriate. Experts in information retrieval,
statistics, or e-discovery can provide independent validation, explain
complex statistical concepts to courts, and testify about industry
standards. Expert involvement is not required for routine matters, but it
can strengthen defensibility when the stakes justify the cost.

G. Summary of Recommendations

This Section summarizes the key recommendations from Part II.
These are best practices, not requirements. Different matters warrant
different approaches, and legal teams should adapt these
recommendations to their specific circumstances. However, these
principles provide a foundation for defensible, statistically rigorous
document review validation.

1. Define Completion Criteria Before Starting Review

Do not wait until the end of review to decide what “done” means.
Establish target metrics, acceptable confidence levels, and validation
procedures at the outset. This validation plan should be documented.
Having clear criteria prevents disputes about whether the review was
adequate and provides a framework for consistent decision-making
throughout the process. Provide a mechanism for cooperation if the
completion criteria are not attained or needs to be modified.

2. Choose Metrics Appropriate to Case Needs

Recall, precision, and elusion are all relevant, but their relative
importance varies by matter. High-stakes litigation involving core
evidence may warrant different targets than a routine matter with lower
stakes. The proportionality principle should apply to validation efforts as
being part of the scope of discovery. There is no “one size fits all”
numerical value of a validation metric.

3. Understand How Metrics Relate and Select an Appropriate
Validation Approach

Recall, precision, and elusion each measure different aspects of
review performance. When using elusion-based estimation, understand
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that elusion is not the inverse of recall—a 3% elusion rate can correspond
to recall of 55%, 75%, or 95% depending on richness and the relative
sizes of the responsive and nonresponsive sets. Select a validation
approach (control set, elusion sampling, full-population sampling, or a
combination) that fits the workflow and provides the evidence needed for
defensibility.

4. Design Validation Samples with Appropriate Statistical Rigor

Sample sizes should be sufficient to provide meaningful precision at
stated confidence levels. For low-proportion estimates like elusion,
standard sample sizes may be inadequate. Use larger samples or the Rule
of Three approach when validating that elusion is below a threshold.®*
Document the sampling methodology.

5. Use the Simplest Method Mix That Meets Your Outcome
Requirements

Complex workflows with multiple review methods can optimize cost
and quality, but complexity adds risk. Simpler approaches are easier to
explain, validate, and defend. Add complexity only when it provides clear
benefits.

6. For Multimethod Reviews, Validate with a Single Sample Across the
Full Corpus

When different portions of the document population are reviewed
using different methods, the recommended default is a single random
sample from the entire population. This unified validation answers the
question courts and opposing parties care about: how well did the overall
production perform? Method-specific validation can be added if specific
questions need to be answered, but unified validation should be the
primary approach.

7. Document Workflow and Validation Sufficient to Explain, Not
Over-disclose

Create contemporaneous records of the review methodology,
validation procedures, and results. Be prepared to disclose methodology
and aggregate results to demonstrate reasonableness and defensibility.
Make deliberate work product assessments of training decisions,
prompts, and strategic analysis. The goal is transparency about process
and results without revealing attorney judgments that may be subject to
protections.

64. See discussion supra Part 11.C.3.
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8. Test Early to Catch Problems Before the End of Review

Do not wait until review is complete to discover that the approach is
not working. For machine learning and generative AI, monitor
performance during the review process. For human review, conduct
ongoing quality control sampling. Early detection of problems allows
course correction while there is still time and budget to address them.

9. For Generative Al, Build Defensibility Through Validation and
Documentation

The validation framework that supports traditional TAR workflows
applies equally to those using generative Al tools. Focus on
demonstrating that the review achieved acceptable performance levels,
regardless of the technology that was used. Defensibility will be
established on a case-specific basis through testing, statistical validation,
human oversight, and transparent documentation.

10. Recognize That No Review is Perfect, and Perfection is Not the
Standard

Research consistently shows that human reviewers disagree on
borderline documents and that defensible methodologies do not
necessarily achieve 100% recall. The legal standard is reasonableness,
not perfection. A well-validated production with documented
methodology and honestly reported results is defensible even if some
responsive documents were missed. The question is whether the search
was reasonable given the circumstances, and validation provides the
evidence to answer that question.

CONCLUSION

This Article has sought to address a gap in the literature and
jurisprudence regarding Al-assisted document review: the absence of
clear, practical guidance on how to measure and defend the completeness
and accuracy of a document production. The framework presented in Part
I, built upon the foundation established in Part I, provides legal teams
with the tools they need to demonstrate, with statistical rigor, that their
review process was reasonable and their production defensible.

The core insight is straightforward: the defensibility of a production
depends not on which technology was used, but on whether its
performance can be measured and explained. A producing party that can
demonstrate, through sound statistical methods, that its review achieved
acceptable recall and precision levels is well-positioned to satisfy its
discovery obligations, regardless of whether attorneys, paralegals,
machine learning, or large language models conducted that review.
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For generative Al in particular, the absence of judicial precedent
specifically addressing its use does not preclude defensible deployment.
As the TAR 1 Reference Model establishes, the conceptual steps of TAR
workflows remain constant regardless of the underlying algorithm.®> The
validation framework that has supported traditional TAR workflows for
over a decade applies equally when generative Al tools are used:
systematic testing, statistical sampling, human oversight, and transparent
documentation of methodology and results. Legal teams that master these
principles will be equipped to adopt new technologies with confidence,
knowing that their defensibility rests on demonstrated performance rather
than judicial approval of specific tools.

As Al continues to evolve, the technologies available for document
review will change. The fundamental principles of statistical validation,
however, will remain constant, and the legal teams that master these
principles will be equipped to defend whatever methods they choose to
employ.

65. See TAR 1 Reference Model, supra note 25.
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APPENDIX A

This appendix presents a detailed case scenario demonstrating the
principles discussed in Part II. The scenario involves a hybrid workflow
using multiple review methods and unified end-of-review validation.

Case Context

A large corporate litigation involves the collection of 1,000,000
documents from multiple custodians, spanning emails, contracts, chat
messages, and financial records. The producing party has a court-ordered
deadline to review and produce all responsive documents within 90 days.
The overall richness of the population is estimated to be 25%. Given the
volume, budget constraints, and tight timeline, the legal team implements
a hybrid review workflow that leverages different review methods for
different document populations.

Example Three-Method Workflow

1 Million

Document Collection

v h 4 l

200,000 300,000 500,000

reviewed via reviewed via reviewed via
LINEAR REVIEW ACTIVE LEARNING GENERATIVE Al

v

1Million Document

Saved Search

Pull Randem Sample

& Validate
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Method 1: Linear Review (200,000 Documents): The legal team
assigns a population of 200,000 documents, organized by custodian
group or data source, to human reviewers working through saved search
queues. Reviewers code documents for responsiveness and flag potential
privilege issues.

Method 2: Active Learning (300,000 Documents): A second
population of 300,000 documents is reviewed using active learning.
Attorneys train the model through iterative queues, with the system
continually reprioritizing documents based on reviewer coding decisions.
This approach surfaces likely responsive documents earlier in the review
process.

Method 3: Generative Al Classification (500,000 Documents): The
remaining 500,000 documents are classified using generative Al based
on iteratively refined prompts developed by subject matter experts.
Before full deployment, the prompts were validated on a random sample
to confirm acceptable performance levels.

Validation Approach

Following the recommendation in Section E, the legal team conducts
unified end-of-review validation with a single random sample across the
entire 1,000,000-document population.

Step 1: Create a saved search encompassing all reviewed documents
across all three methods.

Step 2: Given the estimated 25% richness, a random sample of 1,600
documents from the full population is expected to yield 400 responsive
documents, which should be sufficient to estimate recall with a 95%
confidence interval of less than 10%. Given the population proportions,
this sample will naturally include documents from each review method
in rough proportion to their share of the population.

Step 3: Qualified reviewers (senior attorneys not involved in the
original review) independently assess each sampled document for
responsiveness, without knowing how the document was originally
classified.

Step 4: Calculate metrics based on validation results.

Sample Validation Results

Suppose the validation sample yields the following results: Total
sample of 1,600 documents; documents originally classified as
responsive is 448; documents originally classified as non-responsive is
1,152; responsive sample found 350 responsive documents (precision =
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78%); non-responsive sample found 50 responsive documents (elusion =
4.3%).

Of the 400 responsive documents in the sample, 350 were correctly
identified by the review process and 50 were missed. Recall estimated
directly from the sample equals 350 divided by 400, which is 87.5%.

Using the formula from Section B: Total responsive in population
(estimated) equals 25% multiplied by 1,000,000, which is 250,000.
Documents classified as non-responsive are approximately 720,000.
Responsive documents in the discard set (estimated) equals 4.3%
multiplied by 720,000, which is approximately 31,000. Responsive
documents correctly identified equals 250,000 minus 31,000, which is
219,000. Recall equals 219,000 divided by 250,000, which is 87.6%—
consistent with the sample-based estimate.

Precision: 78% =+ 3.8% (based on 448 documents from the responsive-
classified set)

Elusion: 4.3% + 1.2% (based on 1,152 documents from the non-
responsive-classified set)

Richness: 25% + 2.1% (based on 1,600 documents from the full
population)

Recall: 87.5% =+ 3.3% (based on 400 responsive documents in the
sample)

Validation summary: The unified validation estimates precision at
78% =+ 3.8% (n=448) and recall at 87.5% =+ 3.3% (n=400), with elusion
at 4.3% =+ 1.2%. These results indicate that the hybrid workflow
performed well across all three methods.

Defensibility Analysis

The producing party can demonstrate defensibility as follows. First,
statistical rigor: validation used a random sample of 1,600 documents to
calculate several key metrics with defined confidence intervals. Second,
unified assessment: the single-sample validation approach answers the
question courts care about—overall production quality, not method-by-
method performance. Third, documentation: the workflow and validation
were documented contemporaneously. Fourth, the generative Al
component specifically: prompts were developed iteratively and
validated before full deployment, human oversight was maintained
through sample review, and performance was confirmed through
statistical testing.

The court is likely to accept this hybrid methodology because the
producing party can demonstrate that the review process was reasonable
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and defensible, maintaining reasonable assurance of completeness and
accuracy through validated results.
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APPENDIX B: GLOSSARY OF TERMS

Active Learning: A machine learning approach where the model
identifies which documents would be most informative to code next,
focusing human review effort on documents that will most improve
model performance.

Confidence Interval: A range of values that, with stated probability
(typically 95%), contains the true population value. A 95% confidence
interval means that if sampling were repeated many times, 95% of the
resulting intervals would contain the true value.

Confidence Level: The probability that a confidence interval contains
the true population value. Common levels are 90%, 95%, and 99%.

Continuous Learning (TAR 2.0): A technology-assisted review
protocol in which the machine learning model continuously trains on
reviewer coding decisions and dynamically re-ranks all documents,
prioritizing the review queue with those predicted most likely to be
responsive or to improve model accuracy.

Control Set: In TAR 1.0 workflow, a random sample of documents
coded independently of the training set, used to test and estimate model
performance.

Elusion: The proportion of true responsive documents in the discard
set (the set predicted to be non-responsive). Elusion measures what
proportion of discarded documents were actually responsive and serves
as the primary mechanism for validating review performance through
sampling.

F1 Score: The harmonic mean of precision and recall, providing a
single balanced performance metric. Formula: F1 = 2 x (Precision x
Recall) / (Precision + Recall).

Generative Al: Artificial intelligence systems, typically based on
large language models, that generate text in response to prompts. In
document review, generative Al can classify documents based on natural
language instructions describing responsiveness criteria.

Large Language Model (LLM): A deep learning model trained on
enormous amounts of text that can generate coherent text in response to
prompts. LLMs form the foundation of generative Al document
classification.
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Margin of Error: The range around a sample estimate within which
the true value is likely to fall. A margin of error of plus or minus 5%
means the true value is probably within 5 percentage points of the
estimate.

Precision: The proportion of documents classified as responsive that
are actually responsive. Precision measures how accurate the positive
classifications are.

Prevalence: See Richness.

Recall: The proportion of all responsive documents in the population
that were identified as responsive. Recall measures how much of the
responsive material was found.

Richness: The proportion of responsive documents in a population.
Also called prevalence. If a population has 1,000,000 documents and
50,000 are responsive, richness is 5%.

Rule of Three: A statistical principle for low-proportion estimation.
When a sample contains zero instances of a characteristic, the 95% upper
confidence bound is approximately 3/n, where n is the sample size.

Seed Set: In TAR 1.0 workflows, the set of coded documents used to
train the model.

Simple Random Sampling: A sampling method where every
document in the population has an equal probability of being selected,
with no stratification.

Stratified Sampling: A sampling method where the population is
divided into subgroups (strata) and separate random samples are drawn
from each stratum.

TAR (Technology-Assisted Review): The use of computer machines
to extrapolate human judgments made about one set of documents to a
different set of documents not reviewed by humans.

TAR 1 Reference Model: Described in: Tara Emory, Jeremy
Pickens & Wilzette Louis, TAR [ Reference Model: An Established
Framework Unifying Traditional and GenAI Approaches to Technology-
Assisted Review, 25 SEDONA CONF. J. 109; A framework establishing that
technology-assisted review follows five steps (Scope, Label Control Set,
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Iterate Model, Classify, Validate) regardless of the underlying algorithm,
whether discriminative machine learning or generative Al.

Validation: The process of measuring review performance through
sampling and assessment, typically including precision, recall, and
elusion estimation.

Zero-Shot Learning: The ability of a model to make predictions
about a class of interest from a natural language description, without
labeled training examples. Generative Al document classification
typically operates through zero-shot learning.
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